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Chapter 1

In tro duction

Lasciate ogne speranza, voi ch'intr ate
All hope abandon, ye who erter in!

| Dante Alighieri, Inferno, La Divina Commaelia



2 CHAPTER 1. INTR ODUCTION

Dr. Gavin Bierman and Dr. Peter Sewvell of the University of Cambridge's
Theory and Semartics and Opera groups are currently working together to
dewvelop a language similar to ML, but which includes XML values as typed
“rst-class data values, and a model of concurrency similar to the Ycalculus.
This languageis called lota.

lota is a statically-t yped, strict, higher order, functional language. This
dissertation describesthe developmen of i Care, an interpreter, compiler, and
runtime environment for the lota languagetargeted at the Java Virtual Machine
(JVM) . This project, the rst implementation of lota, wasundertakenin parallel
with the design of the languageitself. As the implementation progressed,the
ideas it provoked were fed badk into the language's design, and the design
progressed.

1.1 Assumptions

This dissertation describes not only the dewelopmert of iCare, but also
its theoretical grounding. Those sections of the dissertation requires an
understanding of formal program semarics; Winskel [1993] provides a good
introduction. The rest of the dissertation should be accessibleto all computer
scientists, although a working knowledge of ML or another functional language
would be helpful. SeePaulson [1997].

1.2 Notation

This dissertation usesstandard notations throughout. Unfortunately, some of
the characters used con®ict with usesby the lota languageitself. Di®erert
typefacesand layout are usedto distinguish suc things. Fragmers of lota
are written in a monospacedface, thus ; terminals in the lota grammar are
also written that way. Non-terminals are written like E. Meta-variables in
lota fragmenrts (variables which range over the fragmert, not identi ers in
the language itself) are written as in the following fragmert: val x = 1.
Commerts within things sudh as grammars are written like this . Types
are written thus. o

The notation ia. represens the vector (ag;::: ;an); (r’h'i,’\}i) represens the
vector ((mq;v1);:::;(Mnp;Vvp)). In ead case,n is the sizeof the vector.

In XML, the term \element" has a speci ¢ technical meaning® However,
this term will often be usedin a non-technical senseand it should be clear from
context which meaningis intended. If it is not clear, the term \XML element"
will be usedto indicate the technical use. Any use of the word with a capital
letter, such asin the abstract syntax de nitions, will always have the technical
meaning.

I\Each XML document contains one or more elemerts, the boundaries of which are either
delimited by start-tags and end-tags, or, for empty elemernts, by an empty-element tag. Each
element has a type, identied by name, sometimes called its " generic identier " (Gl), and
may have a set of attribute speci cations."[W3C, 2000, x3]
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1.3 Motiv ation

1.3.1 XML

Extensible Markup Language (XML) has been deweloped and standardised
by the World-Wide Web Consortium, the internationally recognisedstandards
body for World-Wide Web related languagesand protocols. Conceiwed as a
document language, XML's clean extensibility, the easewith which it may be
parsed, and its platform-independencehave lead many peopleto choose XML
to represen and transmit all manner of semi-structured data?, way beyond the
documert realm.

1.4 lota Design Goals

lota's design goals are explained by Bierman and Sewell [2001]. They state
that lota should primarily be small and simple. Concurrent scripting and
communication support is required, asis support for the manipulation of XML
values. A small footprint for the run-time system was also declared to be
important.

1.5 iCare | This Pro ject

The project this dissertation describes was to shadav the design of lota, and
to produce its rst implementation. The project speci cation included the
requiremert that source code should be compiled to run on the Java Virtual

Machine, to meshwith the ideas and work of the AutoHAN project [Greaves
and Blackwell et al, 2001].

The early lota design documerts contained a reduction semartics and a
declarative typing judgemert. As well as the implementation, this project
required the creation of a formal de nition of the compilation, an algorithmic
typing relation, and a transition semariics.

As the project proceeded,the feedbak from the implementation prompted
changesin the lota speci cation, meaning that coding was always aimed at a
moving target. This wasexpected, and the appropriate measureswere taken to
ensurethis did not signi cantly a®ectprogress.

1.6 Related Work

There is a considerable amount of work on XML processing,including two
proposalsfor the combination of functional languagesand XML | XM, [Meijer
and Shields, 1999] and XDuce[Hosga and Pierce, 2000]. These are preseried
in sectionsx2.5.1 and x2.5.2 respectively.

2Semi-structured data is a term used technically by the database community to describe
data which are organised (perhaps hierarchically) but such that the substructures are not
necessarily the same at each occurrence of a given structure.
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1.7 Thanks

| wish to take this opportunity to expressgreat thanks to Drs. Bierman and
Sewvell for their guidance over the course of this project. Their help was
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Chapter 2

Preparation

Considerate la vostra semenza:
fatti non foste a viver come bruti,
ma per seguir virtute e canos@nza.
Considerwell the seedthat gave you birth:
you were not madeto live your livesas brutes,
but to be followers of worth and knowledge.

| Dante Alighieri, Inferno, La Divina Commalia
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2.1 Starting Point

When | started this project, | had experiencewith C at a professionallevel, and
a little experiencewith C++. | attended the part IA and IB coursesin Java,
and my part IB group project was written in that language. | have a small
amount of experienceusing °ex and bison, but not JFlex and CUP, the Java
equivalerts.

| have attended all the coursesprovided hereon functional programming and
ML, but had little experienceof using that language. | had never encourtered
Haskell or any other similar language, nor had | seenXDuce or XM, . | had
not at that time attended the Topicsin Concurrency coursewhich wasto come
later in the year; in particular, the %zcalculus was new to me.

Apart from atiny amount of experiencewith Perl, and a working knowledge
of bash, | had no experienceof Python or other scripting languages.

I have in the past used XML and MathML, but hadn't studied in detail the
XML speci cation.

2.2 lota

In this section | presen lota, asit stands at the time of writing. This section
actsasa gertle tutorial on lota; someof this material will be included in the user
manual for lota [Bierman, Mellor, and Sevell, 2001]. The lota speci cation is
preseried in Appendix A, where details on the syntax and semarics, including
the pattern matching algorithm, are given.

lota ewlved considerably over the courseof this project, driven mainly by
feed-bak from my experiencewith the language,both ascompiler implemertor
and lota deweloper. The version described here corresponds to the current
implemertation.

2.2.1 Design Features

lota's basic form is similar to that of ML [Paulson, 1997]. The language
is functional, with recursive, higher order functions and ML-style pattern
matching. Aswill beexplainedin x2.2.6,lota is designedwith atype systemthat
doesnot require complicated type annotations to be made by the programmer.
The price paid for that is that more errors will be allowed by the type system
| XML elemens may fail to pattern match at run-time, with the result that
an exceptionis thrown.

lota has a model of concurrency similar to that of the Ycalculus. This is
described in detail in x2.2.8.

2.2.2 Syntax

The basic syntax of lota is ML-lik e. Expressionsk are thus:
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E := <decimal integers>

Ox<hexadecimal integers>

OX<hexadecimal integers>

O<octal integers>

true

false

null

zero

. * [ o @ << >>
E © E where © is one of <= >=  8& or == I=
© E where © is one of »

E E

(E)

(E, :::, E)

[E, :::, E]

1

0
if E then E else E

Function application may be written by writing the function followed by its
argumert, or by separating them with a full stop. Functions in lota are unary,
though they may take a tuple asargumert. There is no currying of functions.

Expressionsmay alsotake a form describingXML elemerts, inline functions,
let binding, concurrencyand channelcommunication constructs, and exceptions.
Theseshall be described in a little while.

lota has ML-style pattern matching, which will be described in a momen.
Syntactically, there are two categoriesrelevant to pattern matching. A pattern
P is written in exactly the sameway as the expressionsthey are intended to
match, aside from the syntactic sugar featuresdescribed in x2.2.7. In addition,
the wildcard * is allowed to take the place of any expression,which matches
anything and ewverything in the context in which it appears. A match M is of
the form

M === P =>E
| P=E]| M

Declarations may be made thus:

D = wval P =E
| fun f M where f is an identifier

We may now add constructs for function declaration and let-bound
declarationsto E:
E =
| let D in E
| fn M
| fr f M where f is an identifier

The let clausebinds the declaration (it is visible only within the E inside that
clause). fn de nes an anorymous, non-recursiwe function. fr de nes an inline,



10 CHAPTER 2. PREPARATION

recursively-de ned function (f is the function name, and M is the de nition
itself).

2.2.3 Exceptions

lota provides a simple exception handling medanism. Exceptions are
represerted by named constarts of type exn! An exception may be raised
by library facilities, such asthe I/O libraries, by a failure in pattern matching,
or using the raise expression(throw is a synorym of raise ).

Exceptionsmay behandledby atry E handle M block. Any exceptions
raised by the expressionE will be caugh and matched against M . If pattern
matching fails then the next enclosingtry ::: handle block is tried. If no
enclosingtry block catchesthe exception then the program terminates, and a
diagnostic is issued.

E =
| try E handle M
| raise E
[ throw E

/* Exception constants  */
PMF

IOError

BadXML

EOF

NullDataError

UserException

2.2.4 Pattern Matc hing

On entry to a function or exception handler, or on the left-hand side of a
val expression,a pattern occurs. The pattern is cheded at run-time against
the an expression| the parameter of the function, the raised exception or
the right-hand side of the val , respectively. If the pattern matches, then
the appropriate identi ers are bound and execution cortinues. In the caseof
functions and exception handlers, subsequeh patterns may be speci ed to be
tried if the rst match fails. If pattern matching fails ertirely, the exception
PMFis raised.

Consider
let fun f xixs => "Non-empty: " ~ x
| [ => "Empty.”
in
(f "A""B":[, f 0
The result of this expressionis ("Non-empty: A", "Empty") . The
‘rst call to f attempts to match the expression"A"::"B"::[] against the

pattern x::xs . Thesematch with x boundto "A" and xs bound to "B"::[]

1t would be a simple extension to allow user-de ned exceptions.
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These bindings are made, and execution cortin ues with the expressionon the
right-hand side of the arrow | "Non-empty: " X. This expressionis
evaluated and returned.

The pattern context is usually a binding one| all occurrencesof identi ers
create a new scoge for that identi er, and its value is bound during pattern
matching. To match against the current value of an identi er in scope rather
than re-binding it, pre x the identi er with a $.

fun f x =>
let fun g ($x, y) => ("Yup", )
| (% y) => ("Nope", )

in
g (1, 42
This function, if calledwith f 1 will resultin ("Yup", 42) but otherwise
will result in ("Nope", 42) sincethe 1 in the call to g will not match the

current bound value of x astested by the pattern $x.

The code (fn  xixs => 42)[] will result in the exception PMFbeing
raised, since[] doesnot match x::xs , and there are no other clausesin the
function's match to try.

Although it may not be obvious, the val clauseactually does use pattern
matching. In the expressionval x = 1 the right-hand side is evaluated (to
the value 1) and then that result is matched against the pattern x. The match
succeedsand the binding is made (x takesthe value 1).

The val clauseis more powerful than this however. One may write val

x, v, 20 =(1, 2, 3) orewnval x:xs = 1:2:3:1] . These
behave as one might expect: x becomesboundto 1,y to 2, z to 3, and xs to
2::3:]

One may also write val ( * x) = (1, 2) or ewenval * = 42
(although that's pretty useless).

2.25 XML Elements

One of the aims of lota is to provide \complete, rst-class integration of XML
data values"[Bierman and Sewell, 2001]within the language? lota regardsXML
elemeris asa distinguished classof triples. The ‘rst elemen of that triple is the
the tag identi er, and the secondis an unordered collection of attribute-v alue
pairs, where the attribute namesare unique. The third elemen is a list of the
contents of the XML elemert in question (empty elemerts areregardedashaving
a zero-lengthlist of contents). The fact that the contents are a list is important
| this allows normal list processingand higher order operations sud as map,
fiter , and foldl | to be applied to XML elemers as easily as for any
other construct in the language. XML patterns have an additional componert
| aboolean‘ag indicating whether wildcarding in the attribute list is allowed.

Here are some examples. These are written with the list syntax explicit,
but programming with XML does not have to be performed this way. There

2In fact, in order to conform to the XML speci cation, the lota specication is currently
missing infrastructure for handling XML's processinginstructions and XML comments; adding
this will betrivial. The major component of XML support | handling the standard elements
| isin place.
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is a much more pleasart way of writing these examples,aswill be explained in
x2.2.7.

The XML fragmert

<tag>
<anothertag att="value">
<message>hello</message>
<emptytag />
</anothertag>
</tag>
can be written in lota thus (the white-spaceis not signi cant):

<tag>
[ <anothertag att="value">
[
<message>["hello"]</message>,
<emptytag />
]
</anothertag>
]
</tag>
A useful pattern to apply against this expressionmight be

<tag>[<anothertag *>[x]</anothertag>]</tag>

The asterisk indicates that attribute wildcarding is accepted. The XML
fragment above would match this pattern, and x would becomebound to the
list [<xmessage>["hello"]</message>, <emptytag />] .

That fragment would not, however, match the following pattern:

<tag>[<anothertag>[x]</anothertag>]</tag>

since the empty group of attributes on anothertag in the pattern does
not match the collection f (“att", "value") g and unlike the rst pattern,
wildcarding is not allowed on that tag (there is no * to indicate so).

In order to simplify expressions, lota allows the elemen <tag
atts >contents </tag > to bewritten <tag atts //> contents

Note that inside a tag, the string “tag' is written without quotation marks,
but the string “hello' (in a non-tag context) requiresthem. That it should be
this way was a deliberate design decision. It was presumedthat programmers
will inside tags wish to write strings (i.e. tag and attribute names) most often,
but elsewherethat programmatic constructions would be most used.

The expression <message>[hello]</message> denotes an elemernt
named “message'with its contents taken as the value bound to the identi er
“hello'. When inside tags, to escag from \strings-only mode" into lota's
programmatic mode, surround the expressionwith braces. This allows tag and
attribute namesto be computed, asin <ftagnamebynumber(x) g /> which
makesa function call to set the tag name.

It is not permitted to compute the label inside closetags. This forcesone
to usethe <tag //> or<tag /> formsif tag namesare being computed, and
ensuresthat open and closetags always correspond.
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2.2.6 Type System

lota's type systemis one aspect of the languagewhich was designedspeci cally
to support lota's model of XML processing. Both XM, (x2.5.1) and XDuce
(x2.5.2) aim (in di®eren ways) to model XML DTDs closely within their type
systems. The idea, in those casesjs to restrict programssothat XML that they
create is not only well-formed, but matchesan appropriate DTD aswell. lota
has a di®erent goal, which is to ensurewell-formednessonly. This meansthat
the type-systemis much simpler, and allows lota to introduce other features
sudh as attribute support (missing from XM, ) or parametric polymorphism
(missing from XDuce).

The most basictypesare bool, int, char, and string. These are the types of
booleans,integer values’, Unicode characters, and strings of sudh characters.

Also provided is the type data: the type given to data which cross the
program boundary (e.g. through a socket). A value of type data is a block
of an unde ned number of bytes, and has no semariics imposed other than
that. The only thing an lota program can do with valuesof type data is pass
them elsewhereor usebuilt-in functions suc as lota.String.fromUTF8 or
lota.Markup.parse to impose some encaling upon them and bring those
valuesinto domainsthat lota handlesdirectly.

Rather than having complicated typesfor XML elemeris, lota instead gives
them all the sametype| the type markup. The tags and attribute namesand
valuesmust be of type string, and the content of all XML elemens must be of
type content list. In order then to allow elemers be useful, the types string,
markup, char, int, and bool are de ned to be subtypes of content; wherewer a
value of type content is required, a value of any of those other typesis allowed.

Like ML, function typesare written ¢; ! ¢, with the arrow represened as
-> on the terminal. A list of items of type ¢, hasitself the type ¢ list.

Processeqto be discussedin x2.2.9) are given type proc. Channels (also
discussedin that section) which carry valuesof type ¢, have type ¢ chan.

lota, asspeci ed in Appendix A, is not a polymorphic language. Howeer, a
number of featureshave polymorphic aspects, such asthe nil list, which behaves
asif it is of type ® list, where ® is determined by the type of expressionwith
which the nil interacts. To support features suc asthese,aswill be explained
in x2.3.3,1 extendedthe initial designto support full parametric polymorphism.

2.2.7 Syntactic Sugar and Type-Based Am biguit y
Resolution

lota provides considerable syntactic sugar, designedto make programming
easier. Like most functional languages, lota allows [1, 2, 3, 4] to be
written instead of the list 1::2::3::4::]] . Lesscorvertionally, lota also
allows list items to be written without a separating comma and surrounding
brackets when betweenan XML opentag and its corresponding closetag. This
allows XML elemerts to be written in almost exactly the sameway asonewould
in an XML documert.
For example, the expression

<tag>

332 hit twos-complement signed integers, like Java
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<anothertag  att="value">
<message>"hello"</message>
<emptytag />
</anothertag>
</tag>
is syntactic sugarfor the lota expressiongivenin x2.2.5. The only di®erence
betweenthe sugaredlota and the true XML equivalert is the quotation marks
around "hello” . These marks are essetial in order to distinguish between
strings and identi ers.

This syntactic sugar, essetial for lota's usability, hasa number of important
rami cations for the language'simplementation. The rst thing to note is that
lota is now syntactically ambiguous!

Givenafunction x of typeint ! string andy of typeint, <tag>x y</tag> is

a valid expression,the result of which is say <tag>["x's result"|</tag>
Howewer, for x and y of type string, <tag>x y</tag> is alsovalid, giving say
<tag>["X's value", "y's  value"l</tag>

Note that in the “rst casean application operator hasbeeninferred between
x andy, but in the seconda list is inferred. Note that both of these examples
are correctly typed sincestring is a subtype of content.

There is not a direct mapping from whitespace to cons or application
operators; in certain casesan append operator may be inferred. For x and z of
type content and y of type content list, the expression<tag>x y z</tag> is
inferred to be equivalent to <tag>x 1 vy @(z : [])</tag>

To complicate matters a little bit further, the application operator assaiates
to the left, but cons assiates to the right. This meansthat the expression
inside <tag>x y z</tag> caneitherbe(x © y) © zorx © (y © 2)
depending on which operator is inferred for each ©.

When written as part of a pattern, this syntactic sugaris also valid, as is
the use of the wildcard. Howewer, there may not be enoughtype information
(known or inferred) available to disambiguate the pattern. Take for example
the function

fun f <tag>x</tag> => X
Here, x is conceiwably either of type content list making the pattern truly

<tag>x</tag> => X
or of type content, making the pattern in reality

<tag>x : [|</tag> => X
In this situation it is chosen(somewhatarbitrarily) that x is of type content
list. x can be forcedto be of type content either like this:

<tag>x : [|</tag> => X
or, perhaps more readably, like this:

<tag>x : content</tag> => X

The sametechnique is usedto allow the lota expressionO to stand for either
the null processor the integer zero, depending on the type ervironment in which
it appears. This is the reasonfor the keywords null and zero being included
in the language| if the ervironment is not sutciently restrictive then O may
fail to be disambiguated, at which point either of the keywords must be usedto
indicate the programmer's intention.
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2.2.8 Concurrency Mo del

lota provides primitiv es for concurrert execution and for communication
between concurrertly-executing processes. The concurrency model is similar
in style to the Yzcalculus. Concurrent execution is achieved using the parallel
operator || . Function callsto f and g in parallel may be written f || g. No
order of execution of concurrert contexts is speci ed.

Communication between concurrert execution contexts is achieved via
shared channels. Channels are typed: the values which may be transmitted
along them is restricted by type. Channelsare also bidirectional.

Channels may be created using the newchan expression, or created and
bound using the new expression. Output is achieved using the operator !.
Input is performed onceusing ? and repeatedly using ?* .

The code

new c:int chan
c! 3

c ?fn x =1f X

createsa new channel along which values of type int may be transmitted,
binds that to the name c, and then sendsthe value 3 via ¢ whenceit is
dispatched to the function f .

The code

new c:int chan

c! 1

c ? fn x == f Xx

applies the function f to the values1l, 2, and 3, in no particular order; the
operator ?* performsrepeatedinput, taking the three integersfrom the channel
¢ asthey placedthere.

Communication is asyncronous | there is ho way to know when output
has beencompleted, nor doesthe repeated input operator await completion of
the function it invokes before listening for another value. If required by the
deweloper, sudch temporal restraints can be coded up, using two channels.

The I/O and parallel operators are of type proc, as are new and newchan .
The expressiongnside new and || must be of type proc . The function on the
right-hand side of either input operator must be of type ¢, ! proc, where ¢, is
the type of valuestransmittable along the channelin question.

It is not allowed for atry ::: handle clauseto contain an expression
of type proc. This implies that any exceptionsthrown inside an expressionof
type proc, wherewer it occurs in the program, must necessarilyterminate the
program. This restriction neatly sidestepsthe problem of how exceptionsshould
a®ectconcurrertly-executing code.
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2.2.9 Pro cess-passing Mo del

Processegqexpressionsof type proc) which do not occur in a top level, new
or || cortext | if they occur on the right-hand side of an input operator for
example | are not executedimmediately. Instead, they are treated a little
like function closures| they may be passedaround the program like values,
and later executed. Unlike function closures,they may not be returned from
functions, but they may be passedalong channels.

Consider

new c:proc chan
in new d:proc chan
in
(c ! lota.err I' "Hello  world!")

(c ?2fn x=d! x| Ilotaerr I "Whee!")

Il

d ? fn x =>Xx)

This code sendsa processcapable of outputting "Hello  world!"  down
the channel ¢ from whenceit is read and placed in parallel with a process
capableof printing "Whee!" . The composite is sert down channel d and then
read and nally executed (as speci ed by the nal occurrenceof the identi er
x). Only then does any output occur (and the two messagesould come in
either order, sincethey are executedin parallel).

2.3 Prop osal Re nemen t and Pro ject Design

In this section, the project proposal (App endix G.3) is dewveloped into a detailed
project design. Issuesrelated directly towards the software implemertation
stage of the project are deweloped later, in x3.

2.3.1 Requiremen ts Analysis

Fundamertally, the result of this project had to provide a meansto take lota
sourcecode, compile to an executableform, and to executethat program. lota
is an ongoing researd project, and as part of that, this project must be easily
modi able.

Early discussionswith Dr. Bierman revealedthat he hoped for not only a
batch compiler (one which takesasinput a source le edited elsewhere)but also
an interactive system, which would allow one to enter fragmerts of a program
and then seethe results (particularly the typeinferred for that fragment) before
ertering more. Many ML implementations have such systems,and they are in
generalliked by programmerswho work with functional languages.Dr. Bierman
expressedno need for a graphical user interface | working with text-based
terminals sudh as the Linux terminal or an xterm would sutce. Howevwer, |
wanted to keepmy options open at this point, especially asan applet may prove
useful for those who wish to try the languagewithout installing the software. |
resolved to bear in mind the possibility of interfacesother than plain text, but
not to implement one myself.
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Figure 2.1 UML usecasediagram for the i Care system
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Putting asidethe issueof useby programmers,there still remain other uses
to consider. As stated in x1.4 lota is to be used in embedded devices and
other sud situations where resourcesfor full compilation and interaction are
unlikely to be available. It is still necessaryfor code to be executablein those
situations howewer, so the system must be able to executea compiled form of
lota directly, in a manner which utilises few resources.lt is alsonecessaryto be
able to compileto the executableform without executingit directly. Developers
will want to be able to run their programsin the sameway that a device will
executethem | this is alsotaken into consideration.

By looking at the languageas preserted in x2.2it is obvious that eat one of
the source-cae-basedusecasegequiresparsing, type chedking, and compilation
services. Someuse casesalso require compiled-cale execution services.

The UML use casediagram in Figure 2.1 shows the situation at this point
in the design. The requirement for a particular service is shovn by the
<<include>> relation on the diagram.

As described in x2.2.8, one important feature of lota is its support for
concurrert execution. As can be seenfrom the following code fragmert, lota's
execution cortexts must be very light-weight.

if x =1
then

c! x| lotaerr I "x is 1.
else

d! x || lotaerr I "x is not 1."

This code outputs x down oneof a coupleof channels,and issuesa diagnostic.
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Notice that it is necessaryto create a new parallel execution corntext to do
this | there is no concept of placing two instructions in sequence,only in
parallel. Sincethere is no cortinuation for the output operator (communication
is asyncronous) all output must be performedthis way | an executioncontext
must be created for the output, the output performed, and that context
destroyed again. This meansthat the parallel composition must be a very
light-weight operation, or performancewill su®ergreatly.

My intention when writing this project proposal | i.e. before the lota
language speci cation was known | wasto compile lota sourcecode to Java
bytecode, and use Java's threading mechanisms for the concurrert execution.
Unfortunately, Java's threads are much too heavy for lota as described above.
Java's thread medanism provides concurrencycortrol and other featureswhich
make spawning threads expensiwe. i Care requires a di®erert medanism.

Rather than compiling to Java bytecode, | decidedthat i Care would corvert
lota sourcecodeto a di®erert intermediate code. This would then beinterpreted
by a small virtual machine at run-time. The great advantage of this approad is
that the virtual macdine hasfull scheduling control over which instructions will
be executed. Concurrency can then be simulated by interleaving instructions
rather than using Java threads, making the parallel composition operation very
excient | the machine simply adds another instruction to its queue. The
intermediate code was named simply iCode.

2.3.2 iCode Design

Given that it has beendecidedto compile an intermediate code, the question
arisesasto what form the iCode shouldtake; | identi ed the following properties:

Ease of Execution. Given that the code may be executed in a
resource-limited environment, it is imperative that the virtual machine
which executesit is as small as possible. For performance reasons,it is
important to have asmuch of the work done at compile-time asis feasible.
For example, the code should, where necessary provide information to
aid the allocation and deallocation of storage.

Compactness of Code. For the same reasons of resource-limitation, it is
important that the code is compact| i.e. it describesa given program
in a small amount of space. This property and the previous one are
mutually-exclusive, to a certain degree,as making the code more compact
looselyimplies making the instruction set more powerful.

Ease of Optimisation.

Typ echeckabilit y. The code should be typechedable. This is not necessarily
an aim of all intermediate codes, but is one which was selectedfor the
designof iCode. The iCode s the form which will be transmitted between
madhines when code is transferred for execution elsewhere.If the remote
madhine is to trust the incoming code, a typeability property is essetial.
Without that, the runtime systemmay be tricked into executing arbitrary
code. Note that | make no claim of any form of security here | to
dewelop sudh an architecture is another project. Howewer, typeability is
an important rst step towards the trust of incoming code.
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For performance reasons, | don't want to have to perform full
Hindley-Milner style type-inferenceon the iCode at the remote site. This
might imply that type annotations or hints are required on the iCode.

In order to aid optimisation, it isimportant to ensurethat interdependencies
betweeninstructions are explicit in the iCode. As discussedin [Mycroft, 1998],
this meansthat stack-based codes should be avoided. Appel [1998] discusses
other desirableproperties, such asbeingin static single-assignmen (SSA) form.
The form eventually taken by iCode is preserted in x3.2.

2.3.3 The Type System

In the lota designdocumert [Bierman and Sewvell, 2001] a typing relation for
lota is given. This relation howewer is abstract, not algorithmic | areasonable
algorithm for type-inferencecannot be derived directly from the relation given.
The job of devising an algorithm for type inference was proposedto be a
signi cant part of the project.

Given lota's polymorphic nature (seex2.2.6), the obvious direction to move
is towards Hindley-Milner type-inference, the algorithm used by ML. This
algorithm hasa well-understood procedural form, based rmly upon uni cation
procedures. However, lota hasa coupleof featureswhich meanthat the standard
Hindley-Milner algorithm is insutcient. The rst is lota's subtyping.

The fundamertal intention of the Hindley-Milner algorithm is to take the
program and to form equationsbetweentypestherein (where typesmay include
type variables) and then to use uni cation to nd substitions on the type
variables such that all the equations are satis ed (or to demonstrate that the
equations are unsatis able, at which the type-inferencefails). Introduction of
subtyping in essencdurns those equationsinto inequations, i.e. the restriction
is weakenedsothat onetype must be equalto or subsumedby another, rather
than speci cally equalto it. This introducessigni cant extra complexity.

The secondcomplication of lota's is the type-basedambiguity resolution
(seex2.2.7). Supporting this feature meansthat the system must in someway
maintain the knowledgethat not just onebut a collection of typings are possible,
until someare showvn to be unsatis able.

Inference algorithms in the presenceof subtyping are still under active
researtr. My investigation brought to light a number of relevant papers
including [Trifonov and Smith, 1996], [Pottier, 1996], and [Pottier, 2000].
Subtyping is also discussedin Pierce's book draft [Pierce, 2001,x15{19].

The algorithm | choseto implemernt for i Care is a variation on that given by
[Trifonov and Smith, 1996],but with a modi cation to support the maintenance
of a collection of possibletypings.

2.3.4 Design Metho dology

It was known at the start of the project that the lota design was open to
signi cant change. For this reason, rigid design methodologies such as the
waterfall model were unsuitable. Instead, an iterativ e approac was necessary
To cushionthe implementation from the blow of lota designchanges,a strongly
modular designis necessary
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2.4 Testing

Given the iterativ e development model required for this project (seex2.3.4) it
was clear that an automated test system should help greatly, even from early
on in the project. Developmert by iteration is prone to problems whereby
experimertal changesin one area may break code elsewhere. Parsers are
particularly susceptible;for example, changesin operator precedencemay have
unanticipated e®ectsthroughout the grammar.

2.4.1 Design Criteria

For my test system, | quickly cameup with the following set of design criteria:
The tests should be executable by cron . cron will run an arbitrary
commandat arbitrary intervals and then mail a userwith the output. This will
ensurethat tests are not forgotten.

The system should tak e code from the CVSrep ository . If code was
taken from my homedirectory, then tests performed whilst | wasworking would
almost certainly fail. The ability to manually run tests on my home directory
should be available too.

The code should be compiled from scratc h on each test run. This
will avoid obscureerrors (or the failure to detect them) when the build system
believes an object Te is up to date when it in fact is not. This is a common
problem with large projects, especially when the build systemis complicated by
automatic generation of sourcecode, such asthe output of parser generators.

A database of test pro cedures should be available, and it should
be easily modiable. As problems are discovered with the compiler, a test
caseshould be added to the databasein order to ensurethat the problem is
detectedif it arisesagain.

2.4.2 Implemen tation

| have been waiting some time for an opportunity to try out Python [van
Rossumet al, 2001], which | have seentouted as a more elegan solution than
Perl to problemsin the latter's traditional domain (scripting, Te munging, and
“glue’). The program | needfor the test systemis exactly in this domain, and so
| decidedto write it in Python. This meart that | could learn a new language
with little risk | this is a suzciently small problem that it could be re-doneif
the experimert fails.

2.5 Language Survey

Here is presernied a survey of the languagessimilar in aim and style to lota,
and their implemertations. lota was conceived as a functional language
which (among other things) used ML's powerful pattern matching facilities
to manipulate and act upon XML data. There are a number of functional
languageswhich cortain XML primitiv esin this way. Oneis XDuce (pronounced
“transduce') by Hosoya and Pierce, and another is Meijer and Shields' XM , .
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251 XM,

XM, [Meijer and Shields, 1999]is \a small functional languagewhich has XML

documerts as its basic data types"[Meijer and Shields, 1999]. It has a strong
static type systemwhich guaranteesthat XML documerts created at run-time

will conformto the appropriate DTD. XM, programsare written asif they were
XML documerts, but with programmatic constructs written betweenthe tokens
<%=and %> These programmatic constructs are modelled after functional

languagessuch as ML and Haskell. Polymorphic and higher order functions are
available, asis pattern matching.

XM, is an interesting piece of work, and to have strong typing which
guaranteesDTD conformanceis a powerful and useful property. Unfortunately,
XML attributes are not supported at the momert, though the authors plan to
useimplicit parameters (described in [Lewis, Shields, Meijer, and Launchbury,
2000]) to support theseat a later date.

2.5.2 XDuce

XDuce [Hosoya and Pierce, 2000]has a type systembasedon regular expression
types[Hosoya, Vouillon, and Pierce, 2000]. Theseallow all runtime errors to be
eliminated, but with the disadvantage that complicated type annotations are
required to be added by the programmer. Also, the type systemusedby XDuce
cannot be extended to a language which allows run-time generation of XML

fragmerts - it is impossibleto type theseat compile-time in the sameway.

2.6 Theory / Background Research

This project required considerable researhr on my part. As well as the
documerts cited elsewherein this chapter, | made use of a number of resources
to further understand the "eld. Naturally, | studied the XML speci cation
[W3C, 2000]in great detail. In order to understand the concurrency primitiv es
o®eredby lota, | studied the ¥zcalculus, using [Sewell, 2000]. Further reading
examined the techniques being employed by XDuce and XM , ; this came from
[Wadler and Blott, 1989],[Wadler, 1992],[Wadler, 1997], [Shields, Sheard, and
Peyton Jones,1998], [Lewis et al., 2000],and [Hosoya et al., 2000].

The technicalities of compiler developmert are discussedin two excellert
books: [Aho, Sethi, and Ullman, 1986]and [Appel, 1998]. The i Care compiler is
designedto be easily extendedto make a number of optimising transformations;
my understanding of the techniques required came from those books just
mentioned, but also from [Mycroft, 1998].

| learned Python from the online tutorial [van Rossumand Drake Jr. (ed.),
2001b]and the manual [van Rossumand Drake Jr. (ed.), 2001a].
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Implemen tation

Qui vid'i" gentepip ch'altrove troppa,

e d'una parte e d'altra, con grand'urli,
voltando pesi per forza di poppa.
Percoteansi 'ncontro; e poscia pur g
si rivolgea ciascun, voltando a retro,
gridando: ¢ Perch§ tieni?4 e ¢ Perch§ burli?» .
Cogitornavan per lo cerchio tetro
da ogne mano a l'opposito punto,
gridandosi anche loro ontoso metro;
poi si volgea ciascun, quand'era giunto,
per lo suo mezzocerchio a l'altr a giostra.

Here, more than elsewhere,| sav multitudes
to every side of me; their howls were loud
while, wheeling weights, they usedtheir cheststo push.
They struck against ead other; at that point,
ead turned around and, wheeling badk those weiglhts,
cried out: \Wh y do you hoard?" \Wh y do you squander?"
Sodid they move around the sorry circle
from left and right to the opposing point;
again, again they cried their chant of scorn;
and so, when ead of them had changedpositions,
he circled halfway back to his next joust.

| Dante Alighieri, Inferno, La Divina Commalia

23



24 CHAPTER 3. IMPLEMENT ATION

Figure 3.1 A standard basicarchitecture for compilers of functional languages.
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In this chapter, the implementation of the iCare system is discussed.
Firstly, the high level architecture is considered,and then the major internal
represertations are exhibited. This is followed by a formal de nition of the
compilation processand the execution semariics. The chapter concludeswith
a discussionof a program suite created to demonstrate lota's capabilities.

3.1 Arc hitecture

As has beendescribed previously (x2.3) the project is to designan interpreter,
compiler, and run-time system for lota. Obviously, it is important that as
much code as possibleis sharedbetweenthesedi®erert incarnations. The UML
use casediagram in Figure 2.1 immediately identi es modularisations | the
user-interface speci ¢ portions of the project, the typeceder, parser, code
conversion, and runtime handling should all be separated. Certain aspects
of the compiler architecture come immediately from cornvertional designs.
Traditionally , the source le is lexically-analysedusing a generatedlexer, turning
source text into a token stream, and the token stream then parsed using a
generated parser to discover the syntax tree. The syntax tree is analysedfor
semairiic errors, and type-resolution is performed. Executable code is then
generated from the syntax tree. Optimisations are mainly performed on the
generatedcode (i.e. after the code generation) and on the syntax tree (between
parsing and code generation). SeeFigure 3.1.

i Care di®ers from this standard architecture in one respect. Given the
novelty of the type-inferenceengineto be employed (x2.3.3) it was decidedthat
as much complication should be removed from that stage as possible. i Care
performs all name resolution before the type-inferencestage. This removesall
alpha-corversionworries from the type-resolutionand semartic analysisphases.
A new compiler phase was introduced to perform scope resolution. In this
phasethe concrete parsetree (that obtained directly from the sourcecode) is
corverted into an abstract syntax tree, whereidenti ers are scope-resohed. This
phasealsoprovidesa corveniert opportunit y to perform syntax-dependen sugar
removal, such asthe corversionof [x, Y] to x:y:[] . The represettation
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Figure 3.2 The architecture of the i Care compiler.
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of the abstract syntax tree is namedsimply AbSyn in the code. Although iCare
was designedwith optimisation in mind, currently no optimisation phasesare
included. The i Care architecture with these changesis shown in Figure 3.2.

Each phase is realised as a class or tightly-associated group of classes.
Commonto all thesephasesare a number of data represerations. For example,
the represenation of program constarts is the sameregardlessof whether they
occur in the parsetrees, the iCode, or even at run-time. Thesedata-structures
are pulled out and placed in classesof their own. Figure 3.3 is a UML class
diagram shawing the major componerts of the system.

| decidedthat | would like to use a resource le for error messagesrather
than hard-coding them into the program. This is a common technique used
when a program should be translatable to other languages| all the messages
that are to be preseried to the userare kept in a separate e, and this can be
translated without the code beingaltered. For this project | wasnot particularly
interested in inter-language issues. However, the sametechnique can be used
to have di®erert error messagegor di®erert users| terse messagesor experts
and more explanatory onesfor beginners,for example| and this interestedme
more. In general,the technique also improvesthe maintainabilit y of programs.
Fortunately, Java provides a framework for using resourceles in exactly this
way [Campione, Walrath, and Huml, 2000a].1 choseto usethis architecture for
all my user-preseited messages.

3.2 Internal Representations

Here are preseried the two major represenations usedwithin the compiler |
AbSyn and iCode.
AbSyn is the represenation on which type inference is performed, and
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Figure 3.3 A UML classdiagram shaving the major componerts of the i Care
system.
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which is corverted thence to iCode. It is derived from the source Te
by parsing, remaving syntax-dependert sugars, and resolving all identi ers.
Type-dependert ambiguity resolution has not beenperformed at this stage.

iCode is the executableform of lota; it is the nal output by the compiler
and may also be passedbetweenmachines at runtime.

3.2.1 AbSyn

AbSyn is represetted in a constructor style. The name of the node is given rst,
then the parameterswith their types. The type STE is that of a symbol table
entry. Thesecan carry atype, if oneis givenin the sourcecode, and a reference
to a function de nition, if the symbol is de ned to be a function. APair is the
type (AbSyn a;, AbSyn a;). Each AbSyn node carriesa source le location, for
error reporting; this detail is omitted. Figure 3.4 shows the nodesavailable; an
annotated versionis given in Appendix B.

3.2.2 iCode

In this section, the intermediate code (iCode) is preseried. iCode hasa number
of categoriesinto which elemeris may fall. Theseare as follows:

Lo cation A referenceto program-wide storage or a stack location (or rather,
the equivalert of a stadk location to the runtime engine).

Atom Things which are instantly evaluable| i.e. a Location dereferenceor a
constart.
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Figure 3.4 AbSyn: the iCare represenation of lota abstract syntax

Program(AbSyn [] fragmentg

De nition(AbSyn e;, AbSyn e,, boolean new°ag)
Val(AbSyn p, AbSyn e)

Fun(STE [] steg)

Lambda(AbSyn body)

Match(APair [] contents)

Identi er(STE ste)

BoundID(STE ste)

NewChan(Type type)

Conditional(AbSyn condition, AbSyn left, AbSyn right)
UnaryOperator(int operator, AbSyn operand)

BinaryOp erator(int operator, AbSyn left, AbSyn right)
Tuple(AbSyn [] contents)

Markup(AbSyn otag, AbSyn ctag, APair [] attlist, boolean wildcard, AbSyn
content)

Throw(AbSyn expr)

Try(AbSyn e, AbSyn m)

Nought()

Expression Essetially, an iCode instruction.

Pattern Patterns against which matchesare made. Patterns are not executed
| they are data, rather than instructions.

Closeable Somethingof which a closuremay be made. In other words, system-
or user-de ned functions.

The categoriessene as parameter types, and are abbreviated by their rst
letter. The presenation of iCode is the same as for abstract syntax, except
that ead constructor is in addition given a category (A, E, P). This is written
with a : following the constructor name. iCode is exhibited in Figure 3.5. An
annotated version of those details is given in Appendix C.
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Figure 3.5 iCode: the i Care executablecode

ID:A (LI

Copy:E(LI,Aa Ec

Close: E(LI,Cf,EC0)

NewChan: E (L I, E ¢)

Tuple: E(LI,A[] xs,Ec)

Elemert : E (L I, A t, A X, Attribute [] a, E ¢)
UnaryNode: E (L I, int op, A x, E ¢)
BinaryNode: E (L I, int op, A X, Ay, Ec)
Cond: E(A X, Ec, Ec)

Parallel : E (E ¢, E ¢)

Input : E (A ¢, A f, booleanrepeated

Output : E (A c, Av)

Return : E (A x)

Stop: E ()

Callstart : E(Af,A v, Ec)

CallComplete: E (L I, E )

FunctionHeader : E(Match m, int escapes int locals)
PushHandler: E(E h, E ¢)

PopHandler: E (E c)

Throw : E (A €)

Match : E (MatchPart [] ms, A v)

MatchIDPatt : P (L I)
BoundIDPatt : P (L I)
ConsPatt : P (P pg, P p2)

ElemenPatt : P (P t, P ¢, Attribute [] atts, boolean wil dcard)

TuplePatt : P (P[] ps)
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3.3 Compilation to iCode

In this sectionthe procedurefor compilation from AbSyn to iCode is preseried
formally. Two relations are used: +p which relates abstract syntax clausesto
iCode patterns, and +, which relatesabstract syntax to iCode expressions.i Care
performs a small number of ad-hoc optimisations, suc astail-call optimisation
and nalve copy elimination. This preseration abstracts those away. When a
new symbol is created, it is given a type, to aid the type-cheding of iCode.
This detail is unimportant here, and is ignored also.

+p is a trivial mapping from AbSyn clausesto equivalent iCode patterns.
Having +p ensuresthat iCode patterns and expressionsare disjoint, and that
only a restricted set of expressionsmay appear in pattern context. Apart from
that, +p is straightforward, and has beenelided to Appendix E.

The secondrelation, +, describesthe corversionto iCode expressions.This
relation makes explicit the use of intermediate storage, processpassingversus
execution, and execution order. This relation involves a context with three
componerts: a °ag indicating that the clauseis in process-executioncontext
(written p or e for processor expressioncortext respectively), a destination
for the result, and a continuation | iCode that should be executed once the
current clauseis complete. The destination and continuation may take either
valuesin the appropriate domain or a speci cally \nil* value, denoted by a “¢.
If a rule holds no matter what the value of a given parameter, this is indicated
with an underscore(i.e. ' means\don't care"). Only a selectionof the rules for
this relation are preserted here. The completerelation is givenin Appendix D.

The process-executioncorntexts are de ned by the operational semariics
given by Bierman and Sewell [2001]. The knowledge therein is distilled into
theserules sothat compilation may be programmed.

p is the \in process-executiorcontext® °ag (p 2 p;e).
s is the symbol to which we should be assigning.
c is the code that should be executedafter us.
k is any constart.
new_proc_func(P) returns a function fn () => P.
i~ (pisic)

Consider the clausesfor compilation of constarts:
(k & Null)

+oonstl (e Kk + Return(k)

FOONS2 (TG r Copysikig el

These two clausesexhibit a common idiom among the rules. The rst clause
statesthat, no matter what the valuesof the process-cotext °ag, if s and c are
nil then the compilation of a constart is Return(k). The secondstatesthat if s
and c are both setthen the appropriate compilation is Copy(s, k, ¢). This idiom
is commonto all the rules for AbSyn leaf-nodes. It allows for two situations |
either it is known what is to be donewith the value to be compiled (it is needed
asthe intermediate value in somecompilation) or it is not known, in which case
there is nothing to be done other than return that value. Neither rule allows
for s to be nil and ¢ to be non-nil, nor vice versa; compilation is unde ned in
these cases.
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The constart Null is excluded from the rules constl and const2. This is
becauseNull, being a process,behavesquite di®ererily. Considertheserules:

+ nulll (p;¢ 9 " Null + Stop()

*null25-s: )~ Null + Copy(s; Null; ¢)

(e;s;Return(ID(s))) ~ Null +z
+ null3 (s fresh)
(;¢® " Null +2z

s;c6 ¢f = new_proc_func(Null
nulld s Nl + Close(s;f;c)( P (Nul)

nulll and null2 are similar to constl and const2, but in nulll, instead of
returning the appropriate value, the processis executed. Execution of the null
processcompiles to the iCode instruction Stop, which simply terminates the
current execution cortext.

null3 and null4 are di®erert. When not in a process-executingcontext, any
process,including the null process,must be wrapped-up in a form which may
be unwrapped and executed at a later point in the program. This padkaged
form will be passedaround the program. Rather than have two separateforms
for processesand function closures,which must also be padkagedin a similar
way, i Care usesthe function closure mecanism for processedoo. A processis
padkagedby creating a function of type unit ! proc which executesthat process
when applied to unit. This canbe exhangedlike any other function closure,and
when the processis to be executed, this can be achieved simply by inserting a
function call (seerule id3 in Appendix D).

null3 is similar to constl, in that it provides a rule which says what to do if
s and c are nil. However, rather than de ning the compilation directly, it does
so in terms of another rule: null4. null3 is most easily read from bottom to
top. Note rst the sidecondition \'s fresh". In other words, s is a new identi er,
which translates at run-time into a new storage location. null3 states that, in
order to compile Null in the context (e; ¢ @, usethe result of compiling Null
in the corntext (e;s;Return(ID(s))) instead. That result can be obtained by
applying rule null4, sinces and c are no longer nil. Taking all this together,
null3 can be understood assaying that one should createa newidenti er s, and
then userule null4 to create a processclosure for the Null, assignit to s, and
then when that is done executeReturn(ID( s)).

3.3.1 Example

Consider the following factorial function, and a call to it:

fun fact x =>
let fun facti x, ty =>
if x <= 1 then t else facti(x -1, x * 1
in
facti(x, 1)

fact 3;
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This parsesto a concrete syntax which, following syntax- and type-driven
disambiguation, translates to the following AbSyn:

Top level:

Program(Fun(ldenti er (fact)); BinaryOp erator(app; Identi er (fact); 3))

Function fact:

Match((BoundID( x1); App(Identier (facti); Tuple((Identi er (x1);1)))))

Function facti:

Match((T uple(BoundID( x5); BoundID (t));
Cond(BinaryOp erator(< =; Identi er (x3); 1);
Identier (t);
BinaryOp erator(app; Identi er (facti);
Tuple(BinaryOp erator(j ;Identi er (x2);1);
BinaryOp erator(z; Identi er (t); Identi er (x)))))))

Note that the identi ers have been disambiguated,® and that the program
has beensplit into a number of separate functions without scopingworries |
the scopingof functions is handled by the scopingof identi ers able to reference
them, and theseidenti ers have beendisambiguated to refer to the appropriate
function.

Each function is typededked, and then compiled to iCode.? The derivations
in Figures 3.6, 3.7, and 3.8 illustrate this compilation.

lasindicated by the subscripts
2In general, only functions which are actually referenced are compiled.
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Figure 3.6 Compilation of the top-level of the factorial program

S1, Sp, Sz are fresh.

def

App(f;x) = BinaryOp erator(app;f;x)
Z3 €' Ccallstart (ID('s1); ID(s); CallComplete(ss; Return(ID( s3))))
2 ' Copy(sy: 3:23)
z %" Closqs;fact; 2))

- + const2 - — +id4
(e;s2;23)  3+2 (e;s1;22) * ldenti er( fact) + z;
app2

(p; s3; Return(ID('s3))) = App(ldenti er (fact); 3) + z; 1
+a
(p; 69 ° App(ldentier (fact); 3) + z3 PP
— + fun — + prog3
(p; ¢ 9 ° Fun(ldenti er (fact)) + ¢ (p; ¢ 9 ° Program(App(ldenti er (fact); 3)) + z; )
+ pr
(p; 9 ° Program(Fun(ldenti er (fact)); App(ldenti er (fact); 3)) + z; pred




Figure 3.7 Compilation of the function fact

S1, S2, Sz, Ss are fresh.

def

Id(i) = Identier(i)
App(f;x) def BinaryOp erator(app; f ; X)
zs %' callStart (ID(s;); ID(s4); CallComplete(ss; Return(ID( ss))))
Z def Tuple(ss; (s2;S3); Z5)
zz €' Copy(ssi1;za)
z %" Copy(sy; ID(x1): Z3)
7z € Closes;facti; z,)
;. & BoundIDPatt(xs)
- + const2 - +id7
(e:53:24) " 1+123 (€:52:23) " ld(x2) +22 | tuple2 . +id4
(e154;25) * Tuple(ld(x1); 1) + z4 (€is1i22) Md(fact) +21 app2
. (p; ss; Return(ID( ss))) = App(ld( facti); Tuple(ld (x1); 1)) + z3
+p boundid . +appl
" BoundID(x1) +p p1 (p; 69~ App(ld(facti); Tuple(ld(x1); 1)) + 2, + match

(p; ¢ 9~ Match((BoundID (x1); App(Id(facti); Tuple((ld (x1); 1))))) + Match((pz;z1))

3d0OJI OL NOILVIdINOD ‘€€

€e
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Figure 3.8 Compilation of the function facti

. def e
ld@i) = Identif ier (i) 20 %" Tuple(ss; (ID( s7); ID(s8));27)
def .
App(f;x) = BinaryOp erator( app; f ; x) 2z © Retun (ID( s4))
def )
Mul(ai;a;) £ BinaryOp erator(o;a;; az) z; %" calistart(ID( ss); ID( s6); CallComplete (s4; s))
Sub(az;az) def BinaryOp erator(j ;ai;az) Z5 def Copy(se; ID(1); z10)
def .
LTE(a1;a2) %= BinaryOp erator(<=;a;;az) Z5 def Copy(s11;ID(x2); z15)
215 %€ Copy(sii1;z13) 2z % Copy(ss;1;z14)
def o n 4 = py(ss; 1; 214
z14 =  BinaryNo de(s1;<=;ID(s2);ID(s3); z11) zz3 £ Close(ss; facti ; z5)
713 %€ BinaryNo de(s7;i ;ID(s11); ID(s12); 26) 22 %" Return (ID( 1))
22 % BinaryNo de(ss; 5 ID( So); ID (S10); 20) 2 % Copy(sa; ID(x2); 24)
21 € Cond(ID(s1);22;23) def .
142, p1 =  TuplePatt (BoundIDP att( x2); BoundIDP att( t)))
20 € Copy(sio; ID(X): 212) s; are fresh, for i 2 [1;12]
Pr oof One:
+id7 + const2 +id7 +id7
(e7s11;215) * 1d(X2) + 25 (e;s12;213) * 1+ z15 (e;89;210) ~ ld(1) + 26 (e;s10;212) * 1d(X) + Z10
+ binary2 + binary2
(e;s7;26) ~ Sub(ld(x2);1) + z5 (e;s8;29) * Mul(Id(t);1d(x)) + z6
+ tuple2
(e;s6;27) ~ Tuple(Sub(ld( x2); 1); Mul(ld (t); 1d(x))) + z5
Pr oof Three:
Pr oof Two:
+ id4 One
+id7 —— + const2 (e;s5;25) ~ ID(facti ) + z3 (e;s6;2z7) = Tuple(Sub(ld( x2);1); Mul(ld (t); Id(x))) + z5
(e;82:24) " ID(x2) + 71 (e;s3;214) ~ 1+ 24 + app2
+ binary2 (e;s4;z8) ~ App (Id( f acti); Tuple(Sub(ld( x2); 1); Mul(ld (t);1d(x)))) + z3
(e;s1;211) ° LTE(ID( x2);1) + 21 + appl
(p; 6 & ° App (Id (f acti); Tuple(Sub(ld (x2); 1); Mul(ld (t);1d(x)))) + z3
Pr oof Four:
Two + id5 Three
(e;s1;2z11) ° LTE(ID( x2);1) + 21 (p; 6@ " 1d(t) + z2 (p; 6 ® ° App(ld (f acti); Tuple(Sub(ld (x2);1); Mul (Id( t); Id (x)))) + z3
+ cond
(p; ¢ 9 ° Conditional (LTE (Id (x2);1); 1d(t); App (Id( f acti); Tuple(Sub(ld( x2); 1); Mul(ld( t); 1d(x))))) + z1
Pr oof Zer o:
+p tuple Four
* Tuple(BoundID (x2); BoundID( t)) +p p1 (p; ¢ ® ° Conditional (LTE (Id (x2);1); Id (t); App (Id( f acti); Tuple(Sub(ld( x2); 1); Mul(ld( t);1d(x))))) + z1
+ match

(p; ¢ 9 ° Matc h(T uple(BoundID( x2); BoundID( t)); Conditional (LTE (Id( x2); 1); Id(t); App(ld (f acti); Tuple(Sub(ld (x2); 1); Mul (Id( t); Id(x))))))
+ M atch(p1;z1)
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3.4 iCode Operational Semantics

In this section there is given a formal description of the (iCode-interpreting)
run-time machine. This presenation is basedupon one given by Turner [1995].

Whilst abstract, the presenation here modelsthe real machine closely The
model is certred on a queue of Threads. Each Thread consists of an iCode
expressionwhich is the next instruction to be executed, a Store, which is a
mapping from Locationsto RuntimeValues,an iCode expressionstack which is
the exception handler stadk, a referenceto another Thread, which is the frame
of referenceto be usedon return from this function, and a RuntimeValue, which
is the value currently in the \formal parameter register" (FP). The FP is used
to passthe parameterto afunction whenit is called. The return Thread may be
nil (represerted as § which indicates that it is the top level function currently
being executed,and the program terminates on return. Also in the machine is
a channel state, which is a mapping from channel namesto a queueof Threads.

All stacks and queues(the instruction queue,the exception stacks and the
channel queue) may possibly be zerolength. This is written 2.

Table 3.1 gives the abstract machine represertations of program values
neededat run-time.

Table 3.1 The abstract macdine represertations of program values.

Item Represen tation
Constants Themseles
List consnode, with head v, RuntimeValue.Consf1, V)
and tail v,
Tuple, with cortents RuntimeValue. Tuple(V; ) A
XML elemen, with tag t, RuntimeValue.Elemeri(t, thi';'\'/i), )

attributes (h{;';), and content ¢
Closure of function f, under Stores RuntimeValue.Closuref , s)
A channel A channel name

For x a value and x a queue, x :: x denotesthe queuewith x asits head,
and the members of x as the consequenh items. x :: x denotesthe queue with
the members of x in the front and x at the tail.

The action of the machine is described as a transition system of states. A
machine state is denoted hqueue of Threads; channel statei .

There follows an exposition of the operational semartics. Many of the
possible transitions follow a similar theme and so most have been relegated
to Appendix F.
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t is a Thread

tis a Thread queue

| is a Location

v is a RuntimeValue

k is a Constart

cis a ChannelState ®' Location £ Channel queue
e is a iCodeExpression

x is a iCodeExpression

X is a iCodeExpressionstadk

s is a Store
deref(l;s) = nifl7ln2s
deref(v;s) = v

The most simple rule is that for the Copy instruction:
hCopy(l;a;e);s;x;t;v) = t;ci ! o (e;s[l 7! deref(a;s)]; x;t; v); ci

This dereferencesthe atom a given as its parameter, and then assignsthat
to the correct location |. The next instruction e is then placed on the end of
the instruction queue,along with the updated state, and the current exception
stac, return addressand FP. The channel state c is not changed.

The parallel instruction adds two Threads to the end of the queue, one
for ead instruction to be executedin parallel. Note that the current state is
duplicated at this point.

P(Parallel(e;eo);s;x; ttv) ntc!l h(es;xtv) (eo;s;x~; t;v);c

The Input and Output instructions are the most complicated, as they need
to handle repeatedversussingleinput, and the necessanbu®ering. Here follows
the rules for Output; those for Input are almost symmetrical.

h(Output (a1;a2);s;; ;) =t c ! H;clderef(ay) 7! &:: (Output(as;az))]i
where c(deref (1)) = & if &= 2 or hd(g) = Output(_; )

h(Output (a1;a2);s; ;) =t
I hi (e sifly 7! deref (ag;9)]; %7 ti;vi); c[deref (ay) 7! efi
where c(deref (a1)) = (I nput(l;; a;;false );si; %;ti;Vv;) :: &

h(Output (a1;az);s; ) G
Pores (essifli 7! deref (az; 9)]; x5t vi));
clderef(a1) 7! &:: (I nput(li;a;true; &); si; X ti; vi)li
where c(deref (a1)) = (I nput(li; a;;true; e);si; x;ti;vi) == &

The Output instruction dereferencesa; to get the channel on which it acts,
and a, to get the value to send. The rst of these rules deals with the case
where the output may not proceed;this occurs when the queuefor the channel
is either empty (= 2) or hasanother Output instruction at the head (hd(g) =
Output(_; ). In this case,the current Output instruction is placed on the tail
of the queue(c is updated with the mapping deref(a;) 7! ¢:: (Output(as; az))).

The secondand third rules denote actual communication; this is allowed
when there is an Input instruction at the head of the appropriate queue. After
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the communication, the new state consistsof the old thread queuet; with a new
instruction appended,and a new channel state. The new instruction consistsof
the input cortinuation €, in the context of the input instruction (sj, %, ti, Vi).
The state s; is updated to include the mapping from the Input-b ound identi er
li to the value referencedby a,, dereferencedunder the Output instruction's
state. The new channel state is a mapping from the channel to the new queue.
For non-repeated input (rule 2) this is simply the tail of the old queue; for
repeated input (rule 3) the Input instruction is re-appendedalso.

Function calls are handled by the CallStart, CallComplete, and Return
instructions. These are the only instructions which manipulate the return
address.

hCallStart (a;a% €);s;%;t;v) = trci | e (F;8% % (e;8,%t; v);vO); c
where deref(a) = Closure(f ; s9 and deref(a® = v°

hCallComplete(l; e);s;x;t; v) : t;ci ! Ho (e;s[l 7! v]; % t; v);ci
hReturn(a);s;x;t;v) i t;ci ! h:t[deref(a)=FP];ci ift6 ¢
hReturn(a);s;x; ¢v) :: t;ci ! Termina tion with value v.

Exceptions are dealt with by the PushHandler, PopHandler, and Throw
instructions.

hPushHandler(e;e%);s;x;t;v) = trci | h (e s;e: % t;v);d
h(PopHandler(e);s;x i ¥ t;v) ;i | i (e;s;%t; v);ci
hThrow(a);s;x =¥t v) mtc ! h: (X s; % t; deref (@)); i

hThrow(a);s;2;t;v) =t ci !
Termina tion with err or message matching exception deref(a).

Notice that Throw causesits parameter to be assignedto FP.

3.5 The Controller Demonstration

In order to demonstrate the communication capabilities of iCare, a
demonstration was written in lota which represerits the actions of a home-area
network. It is, of course, far too simplistic to be a real presenation of the
techniques one might use in that domain, but it is suxcient to demonstrate
lota's potential.

3.5.1 Arc hitecture

In this demonstration there are three devices:a\do or", a\HiFi", and a certral
cortroller. There is alsoan HTTP sener from which con guration details are
extracted. It is assumedthat the controller knows how to nd the door, HiFi,
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Figure 3.9 The controller demo architecture.

Controller

I HTTP Server

and HTTP sener, and that the door and HiFi know how to "nd the cortroller.
The HiFi listens on port 10000for events and 10001for its code; the cortroller
on port 10002for everts. The door sendseverts, but receivesnothing. Everts
on the wire are XML fragmens. This architecture is illustrated by Figure 3.9.

The sequenceof everts (seeFigure 3.10) is asfollows. The HiFi starts, and
listens on port 10001 for its code. The controller is started. It requestsfrom
the HTTP serwer the con guration data for the HAN, and oncethis is received,
it passeshe HiFi its code and beginsto listen on port 10002for everts on the
network. The HiFi starts its code; it now understandsthe everts it will later
receive.

At somepoint, the doorbell will ring. The door will sendan evert to the
cortroller, which will send a \get volume" requestto the HiFi; the HiFi will
respond with its current volume. The cortroller will then, if the volume is
greater than the \quiet volume" entered in the con guration data, senda \set
volume" instruction to the HiFi, which will setits volume to the new, quieter
level. The door will be opened,triggering an evert to be sert to the cortroller,
and then the door will be closed, and another evert will be sert. At this, if
the HiFi wasturned down before,the cortroller will sendanother \set volume"
evert to restore the previous volume.

3.5.2 Kernel

In order to support the transfer of code to deviceswhilst respecting typing
constraints, a kernel interface was de ned. This is limited in its capabilities,
but seresto demonstrate the ideasinvolved.

The “rst layer of the kernel is the device-degndert layer. This contains the
code which hasto break out of lota to speakto the hardware. The interface has
one channel to which requestsfor network events are made, and one which is
connectedto the outside world, from which the events themseleswill come. A
textual channelis provided for diagnostics. Two functions are required, one for
setting the value cortrolled by the device(e.g. volume, in the HiFi), and onefor
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Figure 3.10 A UML sequencediagram for the controller demo.

HiFi Controller Door HTTP Server
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| HTTP request for configuration .
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getting the current value. For this demonstration, the device-degendert layer is
supported by the Te fake _device.iota , Which pretends to have something
to cortrol just by rememnbering the last value to which it was set.

The top layer of the kernel is the interface to the rest of the code. The code
needsto be of the type (markup chan, unit chan, string chan, int ! proc, int
chan! proc) ! proc. The kernel will, when the code is received, start that
code by passingit the parametersit requiresto communicate to the device |
those channelsand functions which were discussedabove. The kernel interface
is givenin the Te kernel.iota

The Tes named above are included in the lota libraries, and shawn in
Appendix G.
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Evaluation

Ben non sare' io stato §i cortese
mentre ch'io vissi, per lo gran disio
de I'eccellenza ove mio core intese.

Di tal superbia qui si pagail o©;

In truth | would have been
lessgraciouswhen | lived| sogreat was that
desire for eminencewhich drove my heart.
For such pride, here one pays the penalty;

| Dante Alighieri, Purgatorio, La Divina Commedia
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The iCare project has beenremarkably successful.l have achieved all the
goalssetout in the proposal,and gonebeyond the proposalin se\eral directions.
The highlights of this project can be summarisedas follows.

A working suite of compiler, run-time system and interactiv e
fron t-end has been created. The languagegiven in [Bierman and Sewell,
2001]is supported in its ertirety. The Java code for the project is 19,600lines
in total. It includes system functions for standard 1/0, sockets, and XML
import, and a dewlopers' framework for debugging. My implementation is
suzciently robust that it is being usedby members of the HAN researt group.
My original project proposal stated that Dr. Sewell's ideasabout concurrency
primitiv eswould only be included asan extension. Theseprimitiv esare included
as part of the languagespeci ed by [Bierman and Sewell, 2001]and have been
successfullyincluded in i Care. All this has been achieved in the context of a
changing language speci cation. A screenshotof an actual sessionis given in
Figure 4.1.

A standard library , written in lota, has been created. This totals
430 lines, and includes APIs for HTTP GET and XML download, as well as
standard functionals such asfoldl , foldr , map, and filter , and routines
for string, character, and number manipulation.

A test architecture has been developed. The test suite is extensive
and easily expanded. It includes all of the code in the standard library, and in
addition another 780 lines of lota. The test architecture can be usednot only
for developmert testing, but also for testing a new installation.

Signican t demonstrations have been created. The demonstration
described in x3.5 shaws the system working in a complex manner, potentially
in a heterogenouservironment.

A formal specication of the compilation and an operational
semantics for iCode has been developed. Although proof of the
soundnessof these speci cations is outside of the scope of this project, the
speci cation providesa rm basisfor further work, and will proveto be excellert
documentation for future i Care programmers.

From a personal point of view, this project has been equally successful.
This project o®eredsigni cant academicchallenges,including researt beyond
the Tripos on typing (especially subtyping), semariics, and concurrency | am
pleasedabout the things | learnt. This is the rst occasionl have beeninvolved
directly with a cutting-edge researt project, and | have learned a great deal
in that particular respect. | have beenasked by Drs. Bierman and Sewell to
co-author the lota user manual [Bierman et al., 2001], to be published as a
Computer Laboratory technical report.!

This project isthe “rst project of a signi cant sizewhich | have undertakenin
Java. | havelearneda great deal about Java, both asalanguageand a platform.
This project also provided an opportunity to learn Python, by writing the test
systemin that language. | had never used Python before, was greatly pleased
by my successwith it, and plan to useit againin the future.

IMuch of this will be taken from x2.2 of this dissertation.
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Figure 4.1 An iCare interactive session

4.1 Further Work for the lota Pro ject

A number of points for further researti on lota came from this “rst
implemertation. My close study of W3C [2000] concluded that XML
conformanceé will require support for Processinglinstructions (<? ?>), XML
commerts (<!-- -->) and the miscellaneous SGML-style tags such as
<IDOCTYPE=>

My work with the language showed that the simple exception scheme
explainedin x2.2.3will be insutcient for large projects, especially those which
use socket I/O. One solution, proposed by Dr. Sewell, would be to group
threads sothat groupscan be terminated asa whole, and thus the behaviour of
exceptionsthrown acrossthe thread boundary can be properly de ned.

A few other minor points have beendiscussedwith Drs. Bierman and Sevell,
and will be consideredin detail over the coming months.

2specically, conformance to the XML specication such that lota programs can be
regarded as a non-validating processor
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Conclusions

E quindi uscimmo a riveder le stelle.
Thence we cameforth to rebehold the stars.

| Dante Alighieri, Inferno, La Divina Commaelia

47
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The coding in Java went well, and | feel that the resulting code is
well-structured. Howewer, if | were to attempt this project again, | feel that
I may choosea di®erert implementation language. | found that it was awkward
to match implementation of typing judgemerts and program semariics with
the corresponding formal prescription in a way which corvinced me that the
implementation was valid. Given that lota now has a more stable de nition, |
would liketo try implemerting the compiler in afunctional languagesuc asML,
or evenMLj, an ML-Java hybrid®. This would likely producean implemertation
whosevalidity were more believable (although a formal proof would likely still
be intractable). On the other hand, somethinglike peepholeoptimisation might
beditcult orinexcient in ML without using mutable datatypes,and that might
destroy the bene ts that ML would otherwise provide. A new implemertation
would make for interesting comparisonswith iCare.

5.1 Future Pro jects

5.1.1 Type-based parsing

One of the most tedious aspects of the project wasthe creation of the Te which
sened as input to CUP, the parser generator. Though it is relatively easyto
make declarations which follow the BNF?2, disambiguating those declarations
is quite dixzcult. CUP and similar parser generatorssuch as yacc achieve this
disambiguation by assigningto ead token a precedenceand assaiativity. To
disambiguate the phrase2 * 1 + 1, the token represering * would be given
a higher precedencethan that which represerts +, and the phrase would be
interpreted as(2 * 1) + 1. To disambiguate a::b::c , :: would be given
aright-assceiativit y, giving in e®ectthe rightmost ::  a higher precedencehan
the other, and causingthe parseto be a::(b::c)

Choosing the precedencesf tokensis often dixcult. For large grammars,
considering the LR parser mecdanism directly or musing over all possible
combinations of tokensis infeasible. Intuition can often let one down however.
For the iCare parser, there were particular problems arising from the use of
the empty operator for function application. For example, the phrase x *
fact(x - 1) failed to parsein early versions of i Care, becausebefore one
has consideredthis speci ¢ example, it is not intuitiv e as to what should be
the relative precedenceof *, (, and the empty operator. The asterisk causes
problems elsewhere becauseit is not only usedas the multiplication operator,
but alsoto describe the type of tuples.

Not only were theseproblemshard to solve, but the e®ortwas often wasted.
lota has extensive type-baseddisambiguation, as discussedin x2.2.7. All that
work carefully choosing the parsetree, and it just got sert to the type-cheder
to be pulled apart again!

This may explain why creating token precedencess unintuitiv e: it is natural
to ignore many token combinations becausethe phrasesin which they would
occur would be nonsensical,and would fail to type-ched. This is no good to an

IMore information on MLj and the techniques involved can be found in [Benton, Kennedy,
and Russell, 1998{2001], [Benton, Kennedy, and Russell, 1999], and [Benton and Kennedy,
1999]

2Backus-Naur Form, a formal specication of grammars for programming languages
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LR parser however | it must disambiguate the expressionto a tree from the
token stream along, without any semaric knowledge.

If the parsing stage understood the types of the expressionsit was parsing,
it could perform all manner of disambiguations without recourseto precedences
| the nonsensicalpossibilities would be rejected rst.

Although it wastoo late for my project, thesethoughts prompted researt
into parsing techniques which consideredtypes as well as the token stream.
| came across one interesting paper by McCrosky and Sailor [1993] and
a consequeh paper [Sailor and McCrosky, 1994]2 These give a di®eren
justi cation for type-basedparsing: not only would it make compilers easierto
write and potentially faster, but the program to be compiled could be simpler
too. One examplegiven in [Sailor and McCrosky, 1994]is the function

sincosx

In ML or Haskell, the parser would take sih cos X as(sin cos) X since
function application in those is left-asscriative. The typedieder would then
reject this parsed form (since sin cannot be applied to cos). The term must
instead be written sin  (cos x) . Under Sailor and McCrosky's proposal
the parentheses would not be required | the type-error would cause the
left-asscriated form to be discarded, and the correct parsetree selected.

It would be an interesting developmert to i Care and even the languagelota
itself to adopt theseideas. | would be particularly interestedto seewhether this
reducesthe overall complexity of the compiler.

5.1.2 Test Arc hitecture considering Internationalisation

i Care's test architecture is designedto test a complete, installed compiler. It
does so by simply executing the programs, supplying input, and observing the
appropriate output. As was mertioned in x3.1 messagesare produced via
Sun's internationalisation architecture [Campione et al., 2000a]. This allows
the messageshemselesto be speci ed in a resource le, separately from the
program's code, and is intendedto help the program support multiple languages.

To perform the tests correctly, it is necessaryfor the sameresource Te to
be in usewhen the test is run asit waswhen the tests were created (otherwise
the output expected by the test will not match that made by the program,
even though internally the behaviour was the same). Things would be better
if the test programs could tell that, for example, error message42 had been
issued,rather than simply seeingthe messagstself. Then, ewvenif the installed
resource le wasdi®erer, the tests would still succeed.This might be achieved
by having the test programs in someway tunnelling into the output module,
but this defeatsthe idea of testing a fully-installed system. For example, if a
fault in the resource Te was causingproblems, this would not be detected using
this technique. Another systemis needed.

| put forward the ideathat the internationalisation processcould bereversed,
given the resource Te. Consider the following fragmert from iCare's default
resource le:

3Similar work appeared in Sailor's PhD thesis Freedom of Expression: E+ciently Parsing
Context-Sensitive Expressions in Programming Languages, University of Saskatchewan, a
copy of which | have been unable to obtain in time for this dissertation.
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22 = Mistyped pattern match on line {0}
23 = Nested pattern match on line {0}
24 = The list cons operator on line {0} is mistyped.

Given the error message The list cons operator on line 10 is
mistyped. it canbe seenthat the messagavas produced using error message
24 and the parameter “10' (the expressionf Qg is an insertion point to support
parameterised messages). Performing this reverse lookup should be possible
automatically.

There are a few complexities to consider. Insertion points, sudc as f0g
above, obviously needto be handled properly. Secondly output may be made
by a program under test that is not derived from the resource Te, suc as
the edcho of an erroneousline in the source le. Finally, the messagesnay be
ambiguous, such as

1 = Serious error occurred!
2 = Serious error {O}

The word \o ccurred" may newver be inserted into message?, but to all intents
and purposesthis resource le is ambiguous.

Despite these wrinkles, it seemsto me that it would be relatively
straight-forward to create a program which reads a resource Te and creates
a parsing enginewhich could satisfy the needsexpressechere. This could make
an interesting project, or form part of a larger project of test architectures.
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App endix A

lota Speci cation

This section givesthe last of the draft speci cations for lota from which this
project wasdeweloped. This speci cation wasaccompaniedby further notesand
code examples,not shawn.

A.l Syntax

- Disambiguating the concrete syntax involves  type -checking....

- Expect some syntactic forms (eg list syntax [el,..,en]) to really
be sugar, to be removed by a light -weight translation phase before
typechecking.

- Weshould treat the abbreviated forms for omitting closing tags as
syntactic sugar, uniformly in expressions and patterns.

Types

T = bool Booleans
int Integers
char Characters
string Strings
TL* .. * Tn Tuples n=0 or n>=2
T>T Function  space
T list Lists
MU Mark - up
content Content (to be marked - up)
T chan Channel carrying T
proc Processes

- take T1**Tn to be () if n=0
- take * associative

Constants and Other Terminals

i Integer  constant eg 678

b Boolean constant eg true,false
c Character constant eg ‘a

S String  constant eg “"ab"

X Identifier eg ???

tag Tag eg ???
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a Attribute name eg ???

- Concrete syntax for constants is not carefully chosen. I °d suggest
stealing the rules from the SML 97 definition, page 3-4, for
integer and string  constants, and writing character constants  as
‘a’ (with the same escape sequences as for string  constants).
Properly, we should consider the XML definition again.

Ultimately, must consider unicode to be truely  XMLish.  Take
identifiers to be as the symbolic identifiers, SML97 page 5.

- What is a ‘tag °? What is an "a ? For now, |9 suggest taking the
same tokens as identifiers.

- The current language does not allow computation of tags or
attribute names, though we probably want to add that later. When
we do, | guess there are two choices - either simply variables of
new types tag and aname, or arbitrary expressions of type string.

- Expect a standard library to include eg + : int > int ->int
and channels for interaction.

Expressions

e = | Integer  constant
b Boolean constant
c Character  constant
S String  constant
X Identifier
if e then e else e Conditional
(el,...en) Tuple n=0 or n>=2
1 Empty List
e:e Cons
fn p=>e |.|p=>e Function
fr f p=>e |.|p=>e Recursive  Function
ee Application
let decs in e Local declaration
<tag aes> e </tag> Markup
0 Empty process
ele Parallel composition
try e handle e Exception  handling
new x:T in e New channel declaration
ele Output along a channel
e?e Input from a channel
e?*e Replicated input

and derived forms with their translations:
(e) e
[el,...en] n>=1 el: .. en]
e?p=>e e?fn p=>e
e?*p=>e e?*fn  p=>e
<tag aes/> <tag aes> [| </tag>
<tag aes//> e <tag aes> e </tag>

Attribute Expression  Sequences

aes = [empty/ Empty sequence

a=s aes

- Surface syntax magic: inside a pair of tags, allow a
space - separated  sequence of expressions of type content

ex= ..
<tag aes> el .. en </tag> Markup n>=0
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- Defer checking that tag pairs match up to the type system
Patterns, Attribute Patterns, Attribute Pattern
Sequences and Multiset Patterns
p = *=T Wildcard
x:T Variable  (Typed)
$x Value pattern
i Integer  constant
b Boolean constant
c Character  constant
s String  constant
(p1,..,pn) Tuple n=0 or n>=2
1} Empty List
p:p Cons
f mpsg Multiset pattern
<tp aps>p</tp> Markup pattern
and derived forms with their translations:
(P) p
[p1,...pn] n>=1 pl:.:pn:[
<tp aps/> <tp aps>[|</tp>
<tp aps//> p <tp aps>p</tp>
ap = * Wildcard
S String
X Identifier
aps = /empty/ Empty sequence
* Wildcard  sequence
a=ap aps
mps = /empty/ Empty multiset
* Wildcard  multiset
p mps extended multiset
tp = % Wildcard tag pattern
tag Constant tag pattern
- Weneed to be careful with abstract syntax magic, e.g.
I 0d expect that if each pi is a pattern matching ‘“content O then
<tp aps>pl p2 .. pn<itp>
ought to be compiled to:
<tp aps>pl:p2:..:pn:[</tp>
- As in expressions, 020 and the Oag © in tp are just constants for now.
We should be explicit about the binding and identifier - disjointness
assumptions. Briefly, all identifiers in a pattern are binding (in
whatever) and should be distinct.

Declarations

decs = dec
dec decs
dec = val p=e

Value



A.2. TYPING

with derived form and translation

fun x pl=>el | | pn=>en

- the ‘fun 9 form declares
to have a value form for
form also and have this

a possibly
these,
declaration

A.2

Expect
forms.
(depends
rules for

Typing

a translation
Not sure if
how fancy
the derived

this
the derived
forms.

forms

Type Environments
types (no worries
E,EC for their union,

E are finite partial
about well -formedne
asserting also

Note that
follow,
syntax.
scope - resolution

rules, and the
are really expressed over
A compiler  would disambiguate
phase.

the typing

Judgements

H-e: T

H- aes ok

- ap B E

|- aps B E

- mps: T B E
I_

under
under
attribute
attribute pattern
multiset pattern
tag pattern tp
pattern  p matches
under E, declaration
type T is a subtype

assumptions
E, attribute
pattern

tp ok
p: T B E
g- dec B E°
T< TO

El- eT
Standard stu®:

ExT |- xT
- b:bool
B- i:int

E.

e:
T O------=-=-----

B-
H- el:bool H- e2T B- e3T
H-"1f "el fhen "e2 else” "e3" T T

B[ "TTThOSt

|- pi T B Ei i=l.n n>=1
EEi |- ei TO

B~ bliéélr..]'p'n'fe'n' TTTTTTISTCC

B-el1: T->TO
Hel e 1 79~ ~"""""ToTooor

val X

- recursive
so might

to erase parentheses
should be before

alpha - equivalence

=fr x pl=>el | .. |

function. We have
as well
sugar a val

just for

and replace the derived
or after typechecking

are). For now, we omit

functions from identifiers
or order here!). We write
E and E° have disjoint

Ss
that
semantics  rules
- classes
names in a

operational

clashing

E, expression
expression
ap gives bindings E
sequence aps gives

e has type T

bindings E

sequence mps matches T, giving

ok

type T, giving
dec gives
of type TO

additional bind

additional

H- c:char
B- s:string

B- eiiTi i=l.n n=0 or

H- el:T H- e2: T list
B elie2 ™" TTTnst T

T B Ei i=l.n

- pi :
> TOEi |- ei

Ex:T

- dec B E® EEY- eT
H-Tét "dec i Teend TTT T

bindings
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pn=>en

have an expression
declaration.

typing

to

domain

to
of the

sequence aes is well -formed

bindings

ings E
EO

E
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- Memo: do not allow ‘try el handle e29 for el:proc, as then we®
have to deal with exceptions across threads

XML constructs:

H- aes ok
H- e : content list

Pro cess constructs:

H- e:proc
| B- eO%proc Ex: T chan|- e:proc
H-~07prog - &N H-"efe 0T prac &-par ST hew X7 T chan i e T proc &new
B-el : T chan B- el : T chan
H-e2 : T H- e2 : T -> proc
B--elleZ ~7 " proc ~€-out H-"el?82™ T proc "~ &:¥ep

H- el?*e2 : proc

Note new xT in e is allowed only for e:proc
Note input bodies must be T -> proc

El- aes ok
H- /empty/ ok

H- aes ok
(and a does not appear on the left in aes)

- later expect to replace s by e, and require H- e:string

- disallow patterns  with repeated attribute tags here
Fp: T BE

|- b:bool B fg - *=T) : T B fg

[- iint B fg

|- c:char B fg - xT) : T B xT

|- s:string B fg

n=0 or n>=2
- pi : Ti B E i=1l.n

F-Lpn)” "~ "I T1*FTn "B EL..En
-pl: T B E1
|- p2 : T list B E2
FO TS B g FpLzpz =T TSt~ B TELEZ"

|- mps : T list B E
[F"fmpsg 7 T st "B "E "~

|- tp ok
|- aps B E1
|- p : content list B E2
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-ap B E

|- * B fg
- s B fg
|- x B xistring

|- aps B E

|- lempty/ B fg - * B fg

- ap B E1

|- aps B E2

(and the attribute of ap does not appear in aps)

[FFa=apaps "B ELEZ" """ TTTTTT

? should we allow patterns  with repeated attribute tags here? No (cf
- mps : T B E

|- /lempty/ : T list B fg - x0T list B fg

- p: T B E1

|- mps : T list B E2

|- tp ok

|- * ok |- tag ok
El- dec B E?°

- p: T B E

EEQ- eT

H-"val "p=e”" B XT ~~~

T< TO
bool <: content string  <: content
int <. content MU <: content

char <: content

T< TO TO < TOO
TITT RS
Ti < Ti%i=l.n n>=2 T< TO
LI 1S i v 1 TSt TR TTONSE T

T10 <¢ T1 T2 < T20
TI'> T2 T1IV T2°0

- could replace the refl and tran rules by refl for
bool,int,char,string,MU,content, T chan, proc to get an algorithmic
presentation.

- note no subtyping for T chan, as usual.

- Minimal typing property?

59

XML1.0p10)



60 APPENDIX A. IOTA SPECIFICATION

A.3 Operational Semantics

Start by defining the reduction semantics  only. Note that soon
welll  need labelled transitions for library channel 10.

First define a partial function match(_, ) taking a value and a pattern

(in  which all variables are distinct) and giving a substitution:

NOTE: This is still incomplete, as we need to take account of the
types because of the subtyping with Content/MU etc.

match(v,*:T) =fg

match(v,x:T) =fvix g (NO TYPE CHECK?)
match(i,i) =fg

match(b,b) =fg

match(c,c) =fg

match(s,s) =fg

match((v1,..,vn),(patl,..,patn)) = match(vl,patl) [ .. [ match(vn,patn)
match([l,[) =fg

match(vl::v2,patl::pat2) = match(vl,patl) [ match(v2,pat2)

spmec[], v_fl:
pn::* v_fl:

match( fpil,..,pn*

n=0 or n>=2

v_fm :[])
v_fm )

where fin ->n is the first permutation (in what order?) such that this match is defined

(there O%s a fudge here - really, the * on the rhs must be type - annotated...)

match( <tag aes>v</tag> , <tp aps>p</tag> ) = tmatch(tag,tp) [ asmatch(aes,aps) [ match(v,p)
match(v,p) undefined  otherwise

This needs auxiliary functions for tag, attribute sequence and attribute matching:
tmatch(tag,*) = fg

tmatch(tag,tag) = fg

asmatch(/empty/,/empty/) = fg

asmatch((a=s,aes),/empty/) undefined

asmatch(aes,*) fg

asmatch(aes,(a=ap,aps)) amatch(aes,a=ap) [ asmatch(aes,aps)

amatch(/empty/,a=ap) undefined
amatch((a=s,aes),a=ap) amatch 9(s,ap)

amatch((a2=s,aes),a=ap) amatch(aes,a=ap) if a2 /I= a
amatch 9(s,*) = fg

amatch 9(s,s) = fg

amatch 9(s2,s) undefined if s2 /= s
amatch 9(s,x) = fslx g

Note that the content -matching magic is now entirely in the type -based

disambiguation phase.

The semantics defines the following sets and relations:

Values v
Sequential reduction contexts C
Concurrent  reduction contexts D
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Functional reduction el .ﬂin e2
Structural congruence el == e2
Process reduction el Frfc e2
Combined reduction el j! e2
Values
vV = X
i
b
c
s
(v1,..,vn) n=0 or n>=2
0
(RY
fn pl=>el | .. | pn=>en
fr x pl=>el | | pn=>en
<tag aes> v </tag>
0
v|v
new x:T in v
viv
V2V
e
- in <tag aes> v </tag> insist the tags match. Should also insist
there are no repeated attribute names.
- regard <tag aes/> as sugar here too
- changed from before to have ‘v O in the process forms. See below.
- include identifiers here, but wil only consider operational
semantics wrt extensible type contexts, ie where all free names are of
channel types.
el iﬂ!n e2 defined with the sequential reduction contexts:
C = _
if Cthen el else e2
(v1,..,v(m -1),C,e(m+1),..,en) n>=2
C:e
v::C
Ce
v C
let val x=C in e end
let val x=v in C end
<tag aes> C </tag>
Cle
vIC
C?e
v?C
C?*e
v?*C
Cle
e|C
new xT in C
and axioms:

if true then el else

e2

i
I

qn

el
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if false then el else e2 iﬂin e2

fn pl=>el | .. | pn=>en v 4" match(v,piei

fr- x pl=>el | ... | pn=>en v 1“1" ffr x pl=>el | .. | pn=>en/x gmatch(v,pi)ei
where i in 1l.n is the least such that match(v,pi) is defined.
(for now, just get stuck if there is none such. Later will raise

an exception)

let val x=vl in v2 end iﬂi" fvl/x gv2

- Note that these rules allow fun -reduction inside  expressions of type

proc, eg x!((fn  iint=>zli) 7)) M x@), and even

xl(e | (fn Eint=>zl) 7)) iﬂ!n xI( e | zI7). They don Ot specify

an evaluation order between parallel components (to not over - constrain
the implementation). fun - reduction has no side effects at present,
so it 9s simple. In particular, we don® need to worry about scope
extrusion in the fun rules. We do specify an evaluation order

elsewhere, though, in preparation for adding exceptions later.

el == e2

Define a structural equivalence == over core expressions to be the
least relation generated by axioms:

Olel == el sc.id
elle2 == e2lel sc.com
el|(e2|el3) == (elle2)|e3 sc.ass
ell] new xT in e2 == new xT in elle2 if x not free in el sc.ext
and standard rules sc.cong.par, sc.cong.new, sc.refl, sc.sym,

sc.tran. Note it is important not to have congruence rules for tuples,
out, or in - or any other constructs.

prPc . ;
el | e2 defined by the concurrent reduction contexts

D= _
_le
new xT in D
and axioms
xivl | x?v2 FF.PC v2 vl
vl | x2v2 PO w2 v | x?nv2
closed under structural equivalence.
- Note that these rules now require the channel and argument parts to
both be reduced to values before communication can occur. (In fact,
it will be uncommon to write eg ele O for non-values).

- Note that typing rules out examples like xl(new y: int chan in vy)
where we don % know whether to scope -extrude the new before or after
the output.

ej! e Explcitly, the complete reduction relation is defined by
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e " g0
Tl 717 "Cleer™"""7-

el == D[e1 9] e1® ['f° €20 Dle2 O]==e2
i Sl R
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AbSyn

There follows an annotated version of the data given in Figure 3.4. The syntax
hereis described in x3.2.1.

/I The top-level node - an array of program fragments.
Program(AbSyn [] fragments)

/I Created from let el in e2 (newflag becomes false)

1 or new xitype in e2 (newflag becomes true, and
1 el becomes Val(BoundID(x), NewChan(t)))
Definition(AbSyn el, AbSyn e2, boolean newflag)

/I val p=e
Val(AbSyn p, AbSyn e)

/I fun fA Mland .. and fn Mn, where the STE array is the identifiers
/I f1 to fn, and those STEs hold references to the Mi.

/I (The Mi are matches).

Fun(STE [] stes)

/I fn  body
Lambda(AbSyn body)

/I Match is caused by contentl | content2 | .. | contentn
Match(APair [] contents)

/I Non-binding occurence of an identifer.
Identifier(STE ste)

/I Binding occurence of an identifier.
BoundID(STE ste)

/I newchan t, or derived from new, as described above.
NewChan(Type type)

/I if condition then left else right
Conditional(AbSyn condition, AbSyn left, AbSyn right)

/I operator is a code representing any of the unary operators.

UnaryOperator(int operator, AbSyn operand)
/I operator is a code representing any of the binary operators.
BinaryOperator(int operator, AbSyn left, AbSyn right)

/I (contents)
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Tuple(AbSyn [] contents)

/I <otag attlist>content</ctag>, with  wildcard indicating
/I attlist.
Markup(AbSyn otag, AbSyn ctag, APair [] attlist,

boolean wildcard, AbSyn content)

/I throw e
Throw(AbSyn  expr)

/I try e handle m
Try(AbSyn e, AbSyn m)

65

presence of * in

/I Zero of integers or null process (to be resolved at typechecking).

Nought()
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ICo de

There follows an annotated version of the data given in Figure 3.5. The syntax
hereis described in x3.2.2.

/I Dereference  a location.
D : A (L)

/I Copy from a to |, then do c.
Copy : E(L I, Aa Ec¢c

/I Close f, put the result in I, then do c.
Close : E(L I, Cf, Ec¢c)

/I Create a new channel, put the reference to it in I, then do c.
NewChan: E (L I, E ¢)
/I Create a new tuple representation with contents  xs, put the result in |,

/I then do c.
Tuple : E(L I, A xs, Ec¢)

/I  Create a new XML element representation with tag t, content x, attributes
/I a, put the result in and then do c.

/I Attribute is (A name, A value).

Element : E (L I, At A X, Attribute[] a, Ec¢

/I Perform the appropriate unary operation (as specified by op) using

/I parameter x, put the result in I, then do c.

UnaryNode : E (L I, op, AXx, Ec¢)

/I Perform the appropriate binary  operation (as specified by op) using
/I parameters x and y, put the result in I, then do c.
BinaryNode : E (L I, op, AX, Ay, Ec)

/I If x then do cl else c2.
Cond : E(A x, Ecl, Ec2

/I  Create a new execution context for cl, then do c2.
Parallel . E(E cl, E c2)

/I Perform input on channel ¢, then call function f with the received
/I value as its parameter. Repeat this instruction if the flag is set.
Input : E (A ¢, Af, bool repeated)

/I Perform output on channel ¢, of value v

Output : E (A c, AV
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/I Return the value x from this function.
Return : E (A X)

/I Stop the execution of this context (i.e. throw away this context, as
/I opposed to returning from this  function).
Stop @ E ()

/I Call the function f with parameter v, and execute c when the call is
/I complete.
CallStart . EATf, Av, Ec¢

/I Copy the value in FP (i.e. the value returned from a function call) into |,
/I then do c.

CallComplete : E (L I, E ¢)

/I Perform the appropriate allocation for escapes escaping Vvariables and
/I locals local \variables, then perform match M.

FunctionHeader . E(Match m, int escapes, int locals)

/I Push exception handler h onto the exception stack, then do c.
PushHandler : E(E h, E c¢)

/I Pop the top exception handler from the stack, then do c.
PopHandler : E (E c)

/I Throw (raise) exception e.
Throw : E (A e)

/I Perform pattern  match using matches ms, with comparand v (which may be null
/I in which case FP is used).

/I MatchPart is (P pattern, E expression).

Match : E (MatchPart[] ms, A V)

/I Pattern to match the current value at location I

MatchiDPatt : P (L 1)
/I Pattern to bind the location I, if the types match.
BoundIDPatt : P (L 1)

/I Pattern to match a Cons runtime value, with branches pl and p2.
ConsPatt : P (P pl, P p2)

/I Pattern to match an XML element runtime representation, with  patterns  to
/I match the tag t, content c, attributes atts. If the flag is set, then
/I wildcarding on the attributes is allowed (any attribute in the value for
/I which there is no attribute named in this pattern  will not cause a match
/I failure).

ElementPatt : P (P t, P c, Attribute[] atts,  bool wildcard)

/I Pattern to match a Tuple runtime value, with contents ps.
TuplePatt : P (P[] ps)



App endix D

Compilation Relation +

p is\in process-executiorcontext" °ag (p 2 p;e).
s is symbol to which we should be assigning.

c is the code that should be executedafter us.

k is any constart.

new_proc_func(P) returns a function , () :P

i~ (p;sio)

¢is a speci cally null value.

_means\don't care".

(k 8 Null)
+ constl (569 k + Return (k)

(k 6 Null; s;c6 ¢
+ const2 (5;s;¢c) ° k + Copy(s;k;c)

+nulll (p; 69 > Null + Stop()

112
Bl (p;s;c) ~ Null + Copy(s; Null;c)

(e;s;Return (ID('s))) ~ Null +z
+null3 (s fresh)
(&;¢® " Null +z

+ null4 (s;c6 ¢f = new_proc_func(Null))
(e;s;c) * Null + Close(s;f;c)

(p;s; Stop()) * Identier (i) +z
+idl (for i of type proc)
(p;s;® ° Identier (i) + z

+id2 (c & ¢fori of type proc)
(p; ;) Identier( i) + CallStart(ID( i);();c)

(p; s; Return(ID(' s))) ~ Identier( i) +z
+id3 (for i of type®! ;s fresh)
(p; 69 Identier (i) +z

+id4 (s;c 6 ¢fori oftype®! )
(5s;¢) ° Identier (i) + Close(s;i; €)
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+id5 (for i not of type proc, nor ®! )
(p; - ® ° Identier (i) + Return (ID (i))

+id6 (for i not of type®! ™)
(e;- 9 Identier (i) + Return (ID (i))

+id7 (s;c6 ¢ for i not of type®! )
(e;s;c) ° Identier( i) + Copy(s;1D(i);c)

(p; s; Return (ID( s))) = UnaryOp erator (op;a) + z
+ unaryl (op 2 f: ;»g, s fresh)
(p; 69 ° UnaryOp erator(op;a) + z

(e; s% UnaryNo de(s; op;ID(s9;c)) * a+z
+ unary?2 (op 2 f: ;»g;s;c6 ¢sOfresh)
(2;s;¢) © UnaryOp erator (op;a) + z

(p; s; Return(ID( s))) * BinaryOp erator(op ;aj;az) + z
(s fresh)

+ binaryl (p; 69 BinaryOp erator(op ;ai;az) + z
(Op 2 f+;i;m=i<<; >>) <=;>=;8&;0r;== ;! =1, @"Q)

(e;s1;22) " a1 +z1
(e; s2; BinaryNo de(s; op; ID(s1);1D(s2);¢€)) ~ az +z»
(-;s;c) © BinaryOp erator(op ;az;az) + z1
(0p 2 f+;j jmy=<<) >>) <=;>=;&&;0r;== ;1 =;:1,@"0)

+ binary2 (s1, s2 fresh)

(e;s; Return(ID( s))) ~ BinaryOp erator(app ;ai;az) + z
+ appl (s fresh)
(p; ¢ 9 ° BinaryOp erator(app ;ai;az) +z

(e;s1;22) " a1 + 21
(e; s2; CallStart(ID( s1);ID('s2);
+ app2 CallComplete (s;c))) * a2 + z»

(s;c8 ¢ s1, s fresh)
(-;s;c) © BinaryOp erator(app ;ai;az) + z1

(p;¢® " ar+z1 (P69 ax+2z2
+ par

(- -0 ° BinaryOp erator(jj; a1;az) + Parallel(z1;z2)

(e;s1;22) " a1+ 71
+ outl (e;s2; Output (ID(s1);1D(s2))) ~ az + 2z»
(p; ¢ 9 ° BinaryOp erator(!;az;az) + z1

(s1, s2 fresh)

(e;s;Return(ID( s))) ~ BinaryOp erator(! ;a1;az) + z
+ out2 (s fresh)
(e;¢ 9 ° BinaryOp erator(!;az;az) +z

(p; ¢ § ° BinaryOp erator(! ;a1;a2) + z
+ out3 (p: 6§ " Match((Q:2) +f s;c6 ¢
(e;s;c) ° BinaryOp erator(! ;az;az) + Close(s;f;c)

(e;s1;22) " a1 +z1
+inl (e;sz; Input (ID(s1);ID(sp);false)) *~ ap + 7,

(p; ¢ § ° BinaryOp erator(?;ajz;az) + z1

(s1, s2 fresh)

(e;s;Return(ID( s))) ~ BinaryOp erator(! ;a1;az2) + z
+in2 (s fresh)
(e;¢ 9 ° BinaryOp erator(?;az;az) + z

(p; ¢ @ ° BinaryOp erator(! ;az;a2) + z
+in3 (p:69 "~ Match((() ;2)) +f (s;c6 @
(e;s;c) ° BinaryOp erator(?;asz;az) + Close(s;f;c)
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(e;s1522) " a1+ 21
+ repinl (e;s2; Input (ID( s1); ID(S2);true)) * az + 2
(p; ¢ ® ° BinaryOp erator(?o;a;;ap) + z1

(s1, s2 fresh)

(e;s;Return (ID( s))) ~ BinaryOp erator(! ;ai;az) + z
+ repin2 (s fresh)
(e;6 @ ° BinaryOp erator(?=;as;ap) + z

(p; 69 ° BinaryOp erator(! ;a1;a2) + z
+ repin3 (p;6 9~ Match((() ;2)) +f (sic6 ¢
(e;s;c) ° BinaryOp erator(? =;a;;a2) + Close(s; f ;)

(p; s; Return(ID( s))) ~ Tuple( bi )+ 2z
(p;¢Q " Tuple(iai )+ 2z

+ tuplel

(&5sj;zj01) " 8 +7
+ tupIeZ (E; Sn;TUple(Si gi ,C)) an t Zn (S; c6 Ql 2 [lY n]v] 2 [l, nij 1]‘ Sj fresh)
i Tuple(bi) + 21

(p; s; Return(ID(' s))) ~ Markup (tag; content ; atts) + z

+ markupl
(p; 69 ° Markup (tag; content ; atts) + z

(€; Stag ; Zcontent )~ tag + Ztag

(e; Scontent ; Zname 0) * content + Zcontent
(&;Sname ;;Zval;) = Name;j + Zname |

(€ Sval; i Zname j,, )~ valj  + Zyal

+ markup2 (€:Sval, 5
UD(Sname | )718('sval', ) 0) * valn + zya,
......... T
i Markup (tag; content; {hahk!!Var)) + Ztag
(sic6 Gi 2 [1L;n];j 2 [Linj 1];Stag , Sname ;» Sval;» Scontent fresh)

i A+
i az+z3

+ cond (e;s1;Cond(ID( 81);22;23)) a1 + 21

(s1 fresh)
i * Conditional (a1;az;as) + z1

(e; s;PopHandler(c)) * aj + z1
+ try (e;s;0) " ax + 22

(i;s;¢) ~ Try(a1;az) + PushHandler (z2;21)

(e;s% Throw(ID(s9) * a+z
+ throw (sO fresh)
(552 Throw(a) + z

+ newchan (5 5;¢) © NewChan(¢) + NewChan(s; ¢; €)
(p; s; Return(ID( s))) ~ Lambda(a) + z
+ fnl (s fresh)
(p; 69 ° Lambda(a) + z
(P69~ a+f
+ fn2 (s;c6 ¢
i ~ Lambda(a) + Close(s;f;c)
+ fun

i Fun(s)+¢



+ vall

+ match

+ defnl

+ defn2

+ progl

+ prog2

+ prog3

71

(p;s; Stop()) ~ Val(ai;az) +z

(p;s; 9 " Val(ag;ag) +z

Tpite G (pis;c) T my +z
— ——— (i 2 [1;n)])
i Match(lpl;'hi)) + Matc h({4'; %))

(p;sic) ax+z2 (e6z2) ar+2z1

i *~ Demnition (a1;a2) +z1

(560 a+2z

* Denition (a1;9 + z1

i ~ Program(az;:::;an) +z
(pi6z) " &y +2°

(z°6 ¢n> 1)
i * Program(ag;:::;an) + z°

i ~ Program(az;:::;an) +z
(piGz) a+¢

(n>1)
i * Program(ai;:::;an) +z

i T a+z

" Program(a) + z



App endix E

Compilation Relation +p

+p const T, Ko K
P
+p boundid
P BOUNAIA B 4undID( i) +p BoundIDP att( i)
+p id —
P9~ \dentier (i) +p Matc hIDP att( i)
Taptp proazte P2
+p cons
* BinaryOp erator(:: ;a1;az) +p ConsPatt( p1; p2)
T a tp P
+p tuple
) Tuple(bi) +p TuplePatt(bi)
TtHp Pt T CHp Pc NI tP Pny Vi tp Py _
+p markgp —/—/m—™—m————— T i2[1;n]

* Markup (t; tﬁii;iv!i);w; c) +p ElementPatt( pt; {Pn,'pv; ); w; pe)
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App endix F

ICo de Op erational
Semantics

t is a Thread

tis a Thread queue

| is a Location

v is a RuntimeV alue

k is a Constant

cis a ChannelState %' Location £ Channel queue
e is an iCodeExpression

x is an iCodeExpression

x is an iCodeExpression stack

s is a Store
deref(l;s) = nifl7!'n2s
deref(v;s) = v
deref(fa;s) = (deref(ai;s);::: ;deref(an)) n = jlaj
deref (atts;s) =  ((deref(ni;s);deref(vy;s));:::;(deref(nm;s);deref(vm;s))) atts = (N1;Vv1);:::;(Nm;Vm))

hCopy(l;a;e);s;x t;v) = tci ! b (e;s[l 7! deref(a;s)]; % t; v);ci
hClose(l;f;e);s;x t;v) st ! ht:(e;s[l 7! RuntimeV alue:Closure(f ; s)]; x; t; v); ci
h(NewChan (I;e);s;%;t;v) : tci ! ht: (e;s[l 7! RuntimeV alue:Channel()]; x t; v); Ci
T uple(l; fa ;e);syxtv)te! he(e;s[l 7' RuntimeV aIue:TupIe(deref(ia ;S %t v);c
NElement(l; a; a% atts; €);s; % t; v) = tci |

ht:: (e;s[l 7! RuntimeV alue:Element (deref (a; s); deref (a% s); deref (atts; s))];%;t; v); Ci
h(UnaryNo de(l;©;a;e);s;x t;v) s tci ! hti (e;s[l 7! deref(a;s)];x t; v);ci
hBinaryNo de(l;©;a;a%e);s;x t;v) ::trci | h: (e;s[l 7! deref (a; s)©deref (a% s)]; % t; v); ci
NCond(a;e;e%;s;x;t;v) = tici | ht:(e;s;x;t;v);ci if deref(a;s) = true
hCond(a;e;e%;s;x;t;v) = tici | ho (e%s;x t;v);ci  if deref(a;s) = false
hParallel (e;€%;s;x;t; v) = tci | ho(e;s;% t;v) o (€98 % t; v); i
hOutput (ag;az);s;-; 5 -) = tci ! hc[deref(as;s) 7! &:: (Output (ar; az))]i

where c(deref (a1;s)) = &, if = 2 or hd(g) = Output (-;.)

hOutput (az;az);s; - -) = tci!

ht:: (e;si[li 7! deref(az;s)]; xqti;vi); c[deref(as;s) 7! «i

where c(deref (a1;s)) = (Input(li;a;;false;e);si;x;ti;vi) &
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hReturn (a);s;x% t; v) s t;ci | ht: t[deref(a;s)=FP];ci ifté ¢
h(Return (a);s;% ¢v) :: ci ! Termina tion with value v.
hStop() ;s;x t;v) el hc
hCallStart( a;a%e);s;x; t;v) i trci ! hon (F;8%% (e;s;% t; v); vO); ci
where deref (a;s) = Closure(f ; s9 and deref (a%s) = v
h(CallComplete (I;e);s;xt;v) tsci ! hi(e;s[l 7! v]; %t v);ci
h(FunctionHeader (e);s;% t;v) st ci ! ht:(e;s; %t v);ci
hPushHandler (e;€9);s;x t;v) = tci | (e%s;e: %t v);ci
h(PopHandler(e);s;x i x;t;v) = tci ! ht(e;s; %t v);ci
hThrow(a);s;x =¥ t;v) e ! ht: (x ;% t; deref (a));ci
hThro w(a);s;?;t;v) = tci !

Termina tion with err or message matching exception deref(a).

SEMANTICS



App endix G

lota Code Examples

G.1 http.iota

There follows the code for the HTTP client included in the lota library. This is
the most complex of all the lota code in the test suite, and illustrates many of
lota's features.

(!lDDDDﬂDQDDﬂDDDDU!1DDDDﬂDQDDﬂDDDQﬂ!1DDDU!lDDDDﬂDQDDﬂDDDDUEDDDDUDQDDUDDDDUDDDDDED
a

o lota Interpreter and Compiler
e}
5 o File: http . iota
o Author: Ewan Mellor <iota@ewanmellor .org.uk>
a Purpose: An HTTP 1.0 client (GET only, for now).
ol
@)

10
import " test/ list";
import " test/string";

fun lota.lO.HTTP (host : string,

15 port : int,
location : string,
params : ( string = string) list,
result : (int =& string =
(string = string) list =& data chan) chan) =>
20 let val charsnarfer =
(fn readch => fn charch => fn datach => fn charplease => fn dataplease =>
new databuf : data chan
in
databuf ! nulldata

25

(= Whenever we get a request on charplease, then we read a data block
(from the databuf channel if possible, otherwise from readch) and
take the first character, putting the rest into databuf.
30 o)

(charplease ?z fn () =>

databuf ?
fn nulldata =>
35 (readch ? fn datablock =>
let val (c, rest) = lota.Data.FirstUTF8Char datablock
in
databuf ! rest
ii
40 charch ! ¢
)
j datablock =>
let val (c, rest) = lota.Data.FirstUTF8Char datablock
in
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APPENDIX G. IOTA CODE EXAMPLES
databuf ! rest
i
charch ! ¢
)
(@ Whenever we get a request on dataplease, we send the contents of
databuf down datach, and then create a shunt from readch to datach.
2)
(dataplease ?
fn () =>
let val shunt = readch ?& fn x => datach ! x
in
databuf ?
fn nulldata => shunt
j x => datach ! x jj shunt
)
)
in let val crlf = #nul0# "~ # nul3#
in let fun make_params [1 => 1]
j (p:string, v:string)::xs=> (p ~ ": " ~ v ~ crlf):: make_params xs
in let val socket = lota.lO.connect(host, port)
in let val (inchar, indata, charplease, dataplease) = (newchan char,
newchan data,
newchan unit,
newchan unit)
in
(o Send the request . no)
socket !
lota. String .toUTF8("GET " ~ location ~ " HTTP/1.0" ~ crlf ~

(lota. String.fromStringList

crif)

i
(o Create a buffering
inchar

(charsnarfer socket

ii
(a Parse the HTTP response.

(

let
(c

match_char_list
char cs, cont) =>

fun

(charplease ! ())

i
(inchar ?
fn x if
then

char =>

match_char_list

else

throw

)
)

i (1,

let val
match_char _list

cont) => cont !

0

in match_string =

in let fun match_until
(charplease ! ())
1
(inchar ?
fn x if x ==
then
cont !
else

char =>

match_until

in let val

charsnarfer

X ==

fn
(lota.String.toCharList (str),

get_number_and_space =

( make_params params)) ~

for the result .

=)

indata charplease dataplease)

2)

c
(cs, cont)

IOError

str => fn cont =>
cont)

c => fn cont =>

C

0

c cont

fn result => fn cont =>
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(let fun getno t =>
(charplease ! ())

(inchar ?
fn x => if x == #nu32#
then
result ! t
1]
cont ! ()
else
getno (t = 10 + lota.Char.digitValue(x))
)

in

)

getno zero

(n get_string: (term_char, result, contl, cont2) i > proc

Reads ahead until it sees term_char, in which case
contl, otherwise if it sees LF it sends unit

down cont2.

case it sends everything it has seen up to that

result .
o)

in let val get_string =

fn term_char => fn result => fn contl => fn cont2 =>

(let fun getletter s=>
(charplease ! ())
i

(inchar ?
fn x : char => if x == term_char
then
result ! lota.String.fromCharList
contl ! ()
else if x == #nul3#
then
result ! lota.String.fromCharList
1
cont2 ! ()
else
getletter (x :: s)
)
in
getletter []
)
in let val do_headers = fn result => fn cont =>
new hs : ( string o string) list chan
in new param : string chan
in new valu : string chan
in new r0O : unit chan
in new rl : unit chan
in new r2 : unit chan
in new r3 : unit chan
in new r4 : unit chan
in
(hs 1 [])
11
(ro 1 ())

i
(r0 ?e fn () => get_string #: param rl
i
(rl1 ?e fn () => get_string #nul3# value
i
(r2 ?e fn () => match_until # nul0# r3)
i
(r3 ?2e fn () =>
param ? fn p=>
value ? fn v=>
hs 2 fn h=>
if == "
then
result ! h

ii

rd)

r2

r2)

sends unit
In either
as a string down
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APPENDIX G.

match_until # nulO# cont

IOTA CODE EXAMPLES

lota. String.fromCharList (tl (lota. String.toCharList v)))

(newchan int,
newchan string,
newchan ( string

else
hs 1 ((p,
h)
i
ro ! ()

)

(rd4 ?2a fn () => value ! "" jj r3 1 ())
in let val (status, reason, headers) =
in let val cl = newchan unit
in let val c2 = newchan unit
in let val c3 = newchan unit
in let val c4 = newchan unit
in let val c5 = newchan unit
in

(match_string "HTTP/" c1)

1
_(cl ? fn ()

i
(c2
i
(c3
il
(c4
i
_(c5

?

?

?

?

fn

fn

fn

fn

O
0
0
O

=>

=>

>

>

=>

match_until # nu32# c2)

get_number_and_space status c3)

get_string #nul3# reason c5 c4)

match_until # nul0# c5)

do_headers headers dataplease)

(status ? fn s=>

reason ? fn

r=>

headers ? fn h=>
result

(s,

r, h,

indata)

o string)

list)
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G.2 kernel.iota

(DDDHDDDDDDﬂDDDDUDDDDHDDDDDﬂDDDDﬂDDDDDDDDHDDDDDDﬂDDDDUDDDDDDDDDDHDDDDUDDDDHDD
o

o lota Interpreter and Compiler
e}

a File: kernel .iota

o Author: Ewan Mellor <iota@ewanmellor .org.uk>

a Purpose: A kernel for bootstrapping.

o

@)

fun kernel
(mu, mureq, err, set, get, code) =>
code ?o fn newcode => newcode (mu, mureq, err, set, get)
i
lota.err ! " Executing received code."

G.3 fake _device.iota

(!lDDDDﬂDQDDﬂDDDDUDDDDDﬂDDDDﬂDDDDU!1DDQU!lDDDDﬂDQDDﬂDDDDUDDDDDUDDDDUDDDDUDDDQDDD
a

o lota Interpreter and Compiler

e}

a File: fake_device . iota

o Author: Ewan Mellor <iota@ewanmellor .org.uk>

a Purpose: A simulator for device with a single parameter.
ol

@)

import " test/ kernel";
import " test/ list";

let val muchan = newchan markup
in let val mureq newchan unit
in let val value newchan int

in let fun set x => value ? fn y => value ! x

il

lota.err I " Now " ~ lota.Int.toString x
in let fun get c => value ? fn y => value ! y jj c ! vy
in

(value ! 10)
i
(mureq ?= fn () => muchan ! lota.Content.toMarkup
(hd (lota.Markup. parse
(lota.lO.listen 10000))))

(kernel (muchan, mureq, lota.err, set, get, lota.lO.listenForFunction 10001))



Pro ject Prop osal

Intro duction

Dr Gavin Bierman of this university's Theory and Semartics and Opera groups
is currently working to dewvelop a functional language, similar in syntax and
semariics to ML, which includesa datatype for XML elemens. This approac
will use ML's pattern matching syntax to refer to XML document fragmens,
making the manipulation of those document fragmerts easy This project is
called lota.

Prop osal

| shall produceboth an interpreter and a compiler for lota; the quartit y of code
shared betweenthe interpreter and compiler will be large. My implementation
will betargeted at the Java Virtual Machine (JVM) ; the targetting to which was
requestedby Dr Bierman. This will ensurethat code is highly portable, even
to PDAs with a K Virtual Machine (KVM) implementation installed. The K
Virtual Machine (KVM) is a cut-down implemertation of the JVM, which forms
part of Suris Java 2 Platform, Micro Edition. This virtual machine is designed
speci cally for usein low-resourcedevices. The primary platform for the KVM
is Palm OS, but it should be possibleto port it to any platform for which there
is a C compiler available. The possibility of execution on low-resourcemachines
is a de ned goal of lota.

The implementation shall be developed, demonstrated, and tested primarily
using standard PC hardware and software.

In the event of seriousproblems, | will fall badk to writing only an interpreter,
and possibly only for a subsetof the language.

Extensions

| have spoken with Dr Peter Sewell with regards to introducing concurrency
and event primitiv esinto lota. His ideas are interesting, and | would like to
intro ducethoseideasinto my implementation. However, further discussionwith
Dr Bierman is necessaryand in any casethe problemsthat this causesmay well
make the project dixcult. | currently considerthe introduction of theseideas
to be an extension, which | shall attempt if time allows.

The Home Area Networking (HAN) Group may be able to make use of
my implemertation as part of their work. | have no idea of the feasability
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of this at the momert, and in fact have yet to speak to them about this. |
also have no intention of relying on their work for my project. However, this
would make an impressive demonstration of the software, and would be an
interesting exercise. If time were available, | may investigate this idea further.
It would also be necessaryto run a Java virtual machine on the devicesthey
are using, which are likely to be low-power, low-storage devices. This implies
that the KVM should be used. Porting the KVM would probably represen
signi cant time consumption, sol would hope to demowith platforms for which
an implementation already exists. The useof my implementation with the HAN
Group softwareis a possibleextension,and doesnot form part of my coreproject
deliverables.

Starting Point

Aside from the courseswhich make up the Computer ScienceTripos, | have no
prior experiencein writing compilers or interpreters. | am pro cient in C, and
have small amounts of experiencewith C++. | have no experienceoutside of
the courseof Java or ML.

Timetable and Milestones
Week 0: Mon 16 Oct

Selecta documert markup languagefor my project documerts.

Researt into compiler construction. Revision of compiler related courses.
Reread Aho et al. Read Optimising Compilers notes.

Researt Java bytecodes,the JVM, and the KVM.

Researth XML.

Researth MLj, XMLam bda, XDuce, and any interesting ideasthey provoke.
Submit "nal prop osal, Fri 20 Oct.

Discusswith Dr Bierman in detail the intended form of lota.

Week 2: Mon 30 Oct

Researt into the limitations on JVM / JDK versionswhich may be imposedby
the potential embedded nature of real-world installations. Update installation
of JVM on my machine, oncethe target versionshave beenselected.

Researt and selectlexer generators, parser generators,and other useful tools,
with special attention paid to the featuresof the JDK usedby those tools, and
whether they will be available in a KVM ernvironment.

Further researt as provesnecessary

Start to designcompiler / interpreter.

Any other preparatory work.

Week 4: Mon 13 Nov

Begin coding.
Write lexer.



Week 5: Mon 20 Nov

Write typededer.

Write simple interpreter which takes the intermediate code output by the
type-chedker, in order that the coding so far (and the language speci cation)
may be cheded.

Milestone 1: A simple interpreter should now be working.

Week 7: Mon 4 Dec

I will be in Spain. Write progressreport and dissertation as far as possibleat
this point.

Review coding position, and re-ewvaluate code structure.

Review goalsand reconsidertimescales.

Holiday.

Week 10: Mon 25 Dec

Hard-core coding, since university hasyet to restart.
Write the badk-end for the compiler.

Week 13: Mon 15 Jan

Return to university.

Complete progressreport.

Ensure compiler is working (if not already the case).
Milestone 2: The compiler should now be working.

Week 15: Mon 29 Jan

Consider extensions.
This weekis available in caseof slippagewith the progressreport.
Progress report submission Fri 2 Feb.

Week 16: Mon 5 Feb

Extensions, if possible.
This time is available in caseof slippagewith coding.

Week 21: Mon 12 Mar

Dissertation write-up.

Week 22: Mon 19 Mar

Easter break.
Dissertation write-up.



Week 27: Mon 23 Apr

Return to university.
Dissertation write-up.

Week 28: Mon 30 Apr

This weekis available in caseof dissertation problems.

Week 29: Mon 7 May

Dissertation printing and binding.
Any emergencydissertation problems.

Week 30: Mon 14 May
Dissertation submission Fri 18 May.

Viv a voce announcemen t Fri 15 June; examination Mon 18 June.

Resource Requiremen ts

| intend to use my own Linux box for dewelopmert, with daily automatic
duplication of the CVS repository hereinto my home-spaceon thor, for inclusion
in the nightly badkup there. | shall alsocopy my repository to CD oncea week,
and of coursechedk manually that both are working correctly.

A Java dewvelopmert kit is already installed on my own machine. It may
needto be updated.

If | were to integrate my work with the HAN work for demonstration, |
may needan accourt there. | will needaccessto either a device with working
KVM implementation, or a C compiler along with the necessaryinformation
for porting. This work will only be consideredas an extension if things go
well. | shall considerthe acquisition of these resourceswhen deciding whether
to proceed.



